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Abstract

Specialized entity linking (EL) models are well-trained at map-
ping mentions to unique knowledge base (KB) entities according
to a given context. However, specialized EL models struggle to
disambiguate long-tail entities due to their limited training data.
Meanwhile, extensively pre-trained large language models (LLMs)
possess broader knowledge of uncommon entities. Yet, with a lack
of specialized EL training, LLMs frequently fail to generate accu-
rate KB entity names, limiting their standalone effectiveness in EL.
With the observation that LLMs are more adept at context gen-
eration instead of EL execution, we introduce LLM-Augmented
Entity Linking (LLMaEL), the first framework to enhance special-
ized EL models with LLM data augmentation. LLMaEL leverages
off-the-shelf, tuning-free LLMs as context augmenters, generating
entity descriptions to serve as additional input for specialized EL
models. Experiments show that LLMaEL sets new state-of-the-art
results across 6 widely adopted EL benchmarks: compared to prior
methods that integrate tuning-free LLMs into EL, LLMaEL achieves

∗Equal Contribution.
†Corresponding Authors.

This work is licensed under a Creative Commons Attribution 4.0 International License.
CIKM ’25, Seoul, Republic of Korea

© 2025 Copyright held by the owner/author(s).
ACM ISBN 979-8-4007-2040-6/2025/11
https://doi.org/10.1145/3746252.3761156

an absolute 8.9% gain in EL accuracy. We release our code and
datasets 1.
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1 Introduction

Entity linking (EL) is the task of establishing connections between
mentions in textual contexts and unique entities in a knowledge
base (KB). It plays an important role in many applications that
require semantic understanding, including question answering
(QA) [28–30], dialogue generation [8, 20], and recommendation
systems [3, 25]. Effective entity linking is crucial to the reliable
performance of such downstream tasks. For example, when a QA

1https://github.com/THU-KEG/LLMAEL

3550

https://orcid.org/0009-0001-2404-0475
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3746252.3761156
https://doi.org/10.1145/3746252.3761156


CIKM ’25, November 10–14, 2025, Seoul, Republic of Korea Amy Xin et al.

system answers the question “When was Michael Jordan born?”, the
system must correctly disambiguate whether the mention “Michael
Jordan” refers to the basketball player Michael Jordan or the UCB
professor Michael Jordan in order to output accurate results.

However, entity linking is still a challenging task as it requires
two distinct capabilities: (a) Task Specification, which encompasses
a thorough understanding of the entity linking task and the pre-
cise requirement for its output format, and (b) Entity Knowledge,
which involves the possession of substantial knowledge about the
target entity. Trained specifically for entity linking, specialized EL
models [1, 5, 26] excel in task specification, capable of producing
accurate entity names that exactly satisfy the format requirement
of the EL task. Meanwhile, extensively pre-trained large language
models (LLMs) [4, 23] are natural repositories of expansive world
knowledge, possessing vast parametric knowledge pertinent to any
given entity.

As LLMs have gained widespread recognition and accessibility
in recent years, several prior studies have explored the integra-
tion of LLMs into the entity linking task. Existing methods can be
grouped into two categories: (1) Fine-tuning-based methods, which
involve training LLMs for entity linking through supervised fine-
tuning [27]; (2) Prompting-based methods, which employ in-context
learning to prompt LLMs for entity linking [9, 22]. However, both
approaches directly employ LLMs as EL executors, leading to draw-
backs for each method. First, fine-tuning-based methods, despite
yielding promising results, require significant training expenses
to tune LLMs’ massive parameters. Conversely, prompting-based
methods are more cost-efficient, but yield less accurate results due
to LLMs’ limitations in EL task specification. Hence, we ask the fol-
lowing question: How can we integrate LLMs into the entity linking

task to effectively balance computational cost and performance?

Motivated by this challenge, we introduce LLM-Augmented En-
tity Linking (LLMaEL), the first entity linking framework to employ
LLMs as data augmenters for specialized EL models. Unlike previ-
ous approaches that directly utilize LLMs as EL executors, LLMaEL
employs LLMs as EL context augmenters, providing specialized EL
models with supplemental context to aid entity linking execution.
LLMaEL effectively addresses the limitations of previous works, par-
ticularly the trade-off between computational cost and performance.
In terms of cost, LLMaEL interacts with LLMs via prompting, of-
fering a lightweight solution free from expensive LLM fine-tuning.
In terms of performance, LLMaEL achieves promising results by
leveraging specialized EL models for final entity linking execution.
Overall, LLMaEL successfully combines the extensive entity knowl-
edge of LLMs with the task-specific capabilities of specialized EL
models, delivering an LLM-enhanced EL solution that effectively
balances computational efficiency and performance accuracy.

Our paper’s contributions are as follows:

(1) We propose LLMaEL, the first entity linking framework that
leverages LLMs as context augmenters for specialized EL
models. We show that LLMaEL is a flexible framework with
multiple advanced configurations that further enhance its
performance.

(2) LLMaEL yields promising results: compared to prior meth-
ods that integrate tuning-free LLMs into the EL task, LLMaEL
yields absolute accuracy gains as high as 8.9%; compared to

only using specialized EL models, LLMaEL achieves absolute
average accuracy improvements of 1.2%.

(3) We further explore alternative means of integrating tuning-
free LLMs into the entity link process, and demonstrate that
LLMaEL is the most effective approach.

2 Preliminaries and Related Work

2.1 Task Definition

Entity Linking (EL) is the task of mapping mentions from a given
context to KB entities. Formally, the knowledge base 𝐺 consists
of the set of entities {𝑒} that are unique objects in the real world.
The input of entity linking is a textual context 𝑐 , embedded with
multiple entity mentions, denoted as 𝑐 = . . . 𝑡1 | |𝑚1 | |𝑡2 | |𝑚2 | |𝑡3 . . . ,
where 𝑡𝑖 are textual spans and𝑚𝑖 are entity mentions. The goal
of entity linking is to obtain a correct list of mention-entity pairs
{(𝑚𝑖 , 𝑒𝑖 )}𝑖∈[1,𝑘 ] .

2.2 Related Work

Specialized Entity Linking Models. It has been a long-standing
goal to develop models specialized for entity linking. The most
widely adopted solution to build specialized EL models is a two-
stage architecture [21], which divides EL into two sequential phases:
entity candidate generation and entity re-ranking. Most models
approach the entity candidate generation phase as a retrieval prob-
lem, aligning mentions to entities according to BM25 ranking[15]
or embedding similarity scores[13, 26]. With the development of
generative language models, it has also become possible to treat
entity candidate generation as a text generation task [5], training
the model to generate unique entity names in the knowledge base
directly based on the contextual information. Furthermore, most
recent works prove that concept information about mentions is
useful for EL, thus fine-grained entity typing is also integrated
as part of the pipeline and has been applied to numerous models
[1, 17]. This suggests that augmenting mentions with additional
information facilitates the entity linking process, leaving space for
further research on EL context augmentation.

LLMs as Executors for Downstream Tasks. In-context learning, or
few-shot prompting, is a prevalent strategy that enables LLMs to
execute downstream tasks without the need of LLM fine-tuning.
With the outstanding accomplishments of LLMs like GPT-3 [4] and
LLaMA2 [23], LLM in-context learning has achieved impressive
results in downstream task execution, such as question answer-
ing, summarization, and machine translation. However, research
shows that LLM in-context learning still falls short when executing
specification-heavy tasks [18], which are tasks with complicated and
extensive task specifications (e.g., entity linking). For these tasks,
LLM in-context learning yields significantly inferior results com-
pared to specialized models. Therefore, relying on LLM in-context
learning for direct entity linking execution is not the optimal ap-
proach. This underscores the need for more effective means to
integrate LLMs into the entity linking process.

LLMs as Context Augmenters for Downstream Tasks. LLMs are pri-
marily designed for text generation, which is their strongest advan-
tage. Numerous studies have shown that LLM-generated contexts
present outstanding qualities, outperforming contexts obtained
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from information retrieval methods [6, 31]. Furthermore, compared
to retrieved contexts, LLM-generated contexts contribute to better
downstream task performance [6]. With such insights, a bright
solution is to leverage LLMs as context augmenters instead of task
executors: to generate supplemental context for specialized models
as additional input. For instance, Liu et al. [14] demonstrate how
LLM context augmentation can enhance commonsense reasoning,
achieving state-of-the-art results on multiple reasoning tasks. Sim-
ilarly, Balkus and Yan [2] show that GPT-3 augmented data can
improve specialized text classification models, resulting in higher
consistent accuracy on unseen examples. However, there have been
no attempts on employing LLM context augmentation to enhance
specialized entity linking models.

LLMs for Entity Linking. Several prior works have integrated
LLMs into the entity linking task. Yet, all works employ LLMs as
direct task executors for entity linking. The methodologies of these
works can be categorized into two lines of approaches:

Fine-tuning-based methods. This approach leverages LLMs
by directly fine-tuning them specifically for the entity linking task.
At test time, the fine-tuned LLM serves as the entity linking model
to directly generate entity predictions. A representative example is
InsGenEL [27], which introduces a sequence-to-sequence training
objective for EL and applies instruction fine-tuning to enable LLMs
to execute the EL task. However, while effective, the fine-tuning
approach is computationally expensive, making it a costly solution.

Prompting-basedmethods. In contrast to fine-tuning, prompting-
based methods employ LLMs as entity linkers through in-context
learning. These methods design carefully crafted prompts for EL,
which are then inputted into the LLM to generate entity predictions.
For instance, ChatEL [9] presents a three-step framework to prompt
LLMs for EL. Similarly, GEMEL [22] applies prompting-based tech-
niques to multimodal EL tasks and incorporates a constrained beam
search strategy to refine entity generation. However, these methods
face challenges due to the inherent limitations of LLMs in accurately
generating unique entity names, as they lack specialized training
on the task. Consequently, prompting-based methods often yield
inferior results compared to specialized EL models like ReFinED [1]
and GENRE [5], which are both more effective and cost-efficient.

Comparing LLMaEL to Previous Works. LLMaEL is the first ap-
proach to enhance entity linking by employing LLM context aug-
mentation over specialized EL models. LLMaEL could be compared
to two categories of existing work: (1) methods that use LLM con-
text augmentation to enhance downstream tasks, and (2) methods
that employ LLMs for entity linking.

For category (1), as detailed in the LLMs as Context Augmenters

for Downstream Tasks paragraph (2.2), there are methods that suc-
cessfully employ LLM context augmentation to enhance specialized
models in other tasks, such as commonsense reasoning and text
classification. However, there has been no exploration into how
LLM context augmentation can be used to enhance specialized
entity linking models, and LLMaEL is the first attempt.

Similarly, for category (2), as detailed in the LLMs for Entity Link-

ing paragraph (2.2), there are works that leverage LLMs for entity
linking, namely both fine-tuning-based methods and prompting-

based-methods. However, all these methods directly employ LLMs
as EL executors, which leads to either large training costs in the

fine-tuning scenario or inferior performance in the tuning-free sce-
nario. In contrast, LLMaEL is the first method to employ tuning-free
LLMs as EL context augmenters for specialized ELmodels, effectively
addressing the cost-performance trade-off.

To sum up, LLMaEL stands as a novel approach that explores
the effective collaboration of general LLMs with specialized models
under the task of entity linking, combining the strengths of both
model types at a low cost.

3 Methodology

LLMaEL is the first plug-and-play framework to employ LLMs as
context augmenters for specialized EL models. Figure 1 illustrates
the overall system architecture of LLMaEL. Wemark the traditional
entity linking process in pink and our method in yellow. Mentions
that need to be executed by entity linking are marked with blue.
As presented by Figure 1, LLMaEL mainly includes three building
blocks. (1) Context augmentation is the most basic element for
LLMaEL, which elicits LLMs to generate enriched context with
more information for entity linking. (2) Data fusion designs mul-
tiple strategies to integrate the LLM-generated content with the
original context, aiming to improve diverse off-the-shelf EL models.
(3) EL execution finally conducts the entity linking task.

3.1 Context Augmentation

In the Context Augmentation stage, we employ tuning-free LLMs
to generate supplementary context for a given mention. Formally,
we denote LLM context augmentation as the function

𝑐′ = LLM(𝑝, 𝑐,𝑚𝑖 )

where 𝑝 is a specially designed prompt to instruct LLMs for context
generation, 𝑐 is the original context for the 𝑖th mention𝑚𝑖 , and 𝑐′
is the augmented context generated by the LLM.

We implement LLM context augmentation through in-context
learning [4] with a three-shot prompt. Our prompt comprises two
main parts: (1) task specification instructions on context augmenta-
tion, and (2) in-prompt demonstrations. For task specification, we
use the following template to prompt LLMs:

Consider the following text.
Text: [CONTEXT]
Please provide me more descriptive information
about [MENTION] from the text above.
Make sure to include [MENTION] in your description.

where [CONTEXT] and [MENTION] are placeholders to be filled be-
fore feeding into LLMs. It is worth noting that our instruction
requires LLMs to recite the entity again in the generated con-
text, which provides flexibility for later data fusion. For in-prompt
demonstrations, we bootstrap examples via zero-shot prompting.
To ensure the quality of these demonstrations, we first generate a
sufficiently large number of LLM responses. via zero-shot prompt-
ing, and then manually filter out high-quality samples. The final
prompt’s exemplars are then selected from this high-quality pool.
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EL ExecutionData FusionContext Augmentation

• An airport in the South might have fewer 
winter snowstorms ...  • fla. lawyers for vice president al gore 
said ...• gov. george w. bush pledged to purge 
washington of what he cast as a 
crippling discord .

• The South is a region of the united states

• fla. is the abbreviation for the state

• Washington is the capital of the united 
states and the seat of the federal 
government.

LLMs

Legends

LLMAEL: LLM-Augmented Method

Traditional Entity Linking Method

Augmented
• Southern United States
• Florida
• Washington, D.C.

• South
• United States
• George Washington

OriginalEntity Linking Models

BLINK ReFinED GENRE ...

EL Modelsoriginal C

augmented C’ 

original C augmented C’

EL Models

⊕

original C

augmented 
C’1

augmented 
C’2

EL Models

Fine-tuning

Context-Joining

Ensemble

Figure 1: Proposed methodology architecture.

Table 1: Five possible context-joining strategies for LLMaEL.

ID Context Order Mention Offset

0 LLM-only LLM
1 LLM + Original LLM
2 LLM + Original Original
3 Original + LLM LLM
4 Original + LLM Original

3.2 Data Fusion

The Data Fusion stage designs multiple strategies to integrate LLM-
augmented context 𝑐′ into the EL process. In particular, context-
joining strategies directly augment 𝑐′ into the original context 𝑐 ; EL
model fine-tuning infuses the knowledge in 𝑐′ into the EL model’s
parameters via lightweight fine-tuning; and ensemble combines
multiple LLM-augmented contexts through output majority voting.

Context-Joining Strategies. A critical consideration of LLMaEL’s
implementation is determining how to integrate the LLM-augmented
context 𝑐′ with the original context 𝑐 from the text source. The most
straightforward approach is to concatenate 𝑐′ and 𝑐 into a whole
passage, then input the combined context into off-the-shelf EL
models. This approach raises two key design questions:

(1) Context Order: In what sequence should 𝑐 and 𝑐′ be con-
catenated?

(2) Mention Offset: Since the mention appears in both 𝑐 and
𝑐′, which mention span should be selected as the target span
for the EL models?

To address these questions, LLMaEL considers five potential
strategies for joining the original and LLM-generated contexts, as

outlined in Table 1. These strategies enumerate different arrange-
ments of 𝑐 and 𝑐′ in the final augmented context provided to the EL
model. In Table 1, Context Order specifies the sequential arrange-
ment of the original and LLM-generated contexts, while Mention

Offset determines which context’s mention span is used by the EL
model. Specifically:

• Strategy 0 substitutes 𝑐′ directly for 𝑐 , discarding the origi-
nal context.

• Strategies 1–4 explore all four possible combinations of
context order and mention offset.

Our experiments reveal that the optimal joining strategy varies
across different EL models. Consequently, we treat the choice of
context-joining strategy as a tunable hyperparameter, enabling
users to adapt LLMaEL to various application settings for optimal
performance.

EL Model Fine-tuning. A key challenge for LLMaEL is that the
style and distribution of the augmented EL context may differ from
what EL models are accustomed to, potentially resulting in subopti-
mal performance. To address this mismatch between the text distri-
butions familiar to EL models and the LLM-augmented contexts, we
explore the option of fine-tuning existing EL models. Specifically,
we first perform LLM context augmentation on existing EL train-
ing datasets as described in 3.1, where an LLM generates mention
descriptions for each entry of the training set. Then, the generated
descriptions are incorporated into the training set using the opti-
mal context-joining strategy of the selected EL model. Finally, we
fine-tune the EL model on this augmented training set to improve
its compatibility with the LLM-augmented contexts.

Ensemble. Inaccuracies in LLMaEL’s performance may occur
when the LLM generates incorrect mention descriptions, misguid-
ing the EL model to output an incorrect entity. Hence, we also
expand LLMaEL with ensemble techniques, attempting to improve
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LLMaEL’s robustness through diversified sampling. We sample
mention descriptions across multiple LLMs and evaluate the diver-
sified samples through both hard-voting and soft-voting classifier
methods.

3.3 EL Execution

In the final stage of EL execution, the specialized EL model is em-
ployed to output the KB entity name. Compared to directly tasking
LLMs to perform entity linking, LLMaEL ensures EL task specifica-
tion using specialized EL models, while augmenting the EL models
with expansive entity knowledge from the LLM-generated context.

4 Experimental Setup

Backbone Models. For our main experiments, we use Llama-3-
70b-Instruct as the backbone LLM. We select Llama-3-70b-Instruct
for two main reasons. First, as a context augmentation framework,
LLMaEL aims to achieve robust performance with open-source
LLMs. By leveraging such an open-source LLM, we prioritize con-
tributing to the research community with a solution that is both
openly accessible and cost-effective. Second, LLMaEL requires an
LLM with exceptional text generation capabilities to meet the de-
mands of EL context augmentation. Llama-3-70b-Instruct currently
stands as one of the best-performing open-source LLMs for text
generation, making it a natural fit for our experiments. Additionally,
our experiments reveal that Llama-3-70b-Instruct delivers compara-
ble, and in some cases superior, performance to proprietary LLMs
when applied to LLMaEL, which will be detailed in Section 5.2.1.
For all experiments, we set the number of LLM maximum output
tokens to 150. We set the temperature of Llama-3-70b-Instruct to
0.01, and adapt default values for all other hyperparameters.

As LLMaEL is a plug-and-play framework for any specialized
EL models, we evaluate three most widely adopted EL models as
our backbones: BLINK [26], a classical bi-encoder cross-encoder
EL model; GENRE [5], an autoregressive generative EL model; and
ReFinED [1], an EL model enhanced with entity typing and de-
scriptions. All three models are state-of-the-art for their respective
model architectures. Specifically, we use the full BLINK model2,
the fairseq-AIDA GENRE model3, and the AIDA ReFinED model4.
To ensure a fair assessment across EL models, we evaluate GENRE
without the pregenerated candidate set.

Datasets. We evaluate LLMaEL on six widely adopted entity
linking (EL) datasets: AIDA-YAGO2 [12], MSNBC [7], AQUAINT
[16], ACE2004 [19], WNED-CWEB [10], and WNED-WIKI [11].
These datasets are selected for their popularity and recognition
in the EL field, as well as their ability to cover diverse domains,
including news articles, web pages, and encyclopedia corpora.

For each of our three backbone EL models, we first download
their official training and testing splits from their respective github
repositories567. These repositories provide standard versions of the
datasets required for both the evaluation and training of LLMaEL,
2BLINK’s full cross-encoder model
3The GENRE model developed using the fairseq toolkit and officially fine-tuned on
AIDA-YAGO2
4The ReFinED model officially fine-tuned on AIDA-YAGO2
5https://github.com/facebookresearch/BLINK
6https://github.com/facebookresearch/GENRE
7https://github.com/amazon-science/ReFinED

including the test splits for MSNBC, AQUAINT, ACE2004, WNED-
CWEB, WNED-WIKI, and the train, dev, and test splits for AIDA-
YAGO2.We use our backbone LLM to generatemention descriptions
for all eight data splits for the ReFinED model, and just the six test
splits for the other two EL models.

Baselines. We compare LLMaEL with two categories of baselines:
(1) LLMs for EL. First, we evaluate a naive LLM only baseline that
prompts an LLM to execute the EL task through in-context learn-
ing. Specifically, we prompt Llama-3-70b-Instruct with three-shot
examples of mention-context pairs and gold entity names, and de-
mand it to output the entity name for the current test case. Second,
we compare with ChatEL [9], the state-of-the-art prompting-based
framework that uses tuning-free LLMs for entity linking. (2) Special-
ized ELmodels. We also compare with each of our three backbone EL
models in a standalone setting without any LLM data augmentation.

Evaluation Metrics. We use disambiguation accuracy as our eval-
uation metric, defined as the ratio of correctly linked entities to the
total number of entities in the dataset:

Accuracy =
# Correctly linked entities
Total # of entities in dataset

For experiments involving an EL model, we first augment the
model’s official datasets with LLM-generated context. The aug-
mented datasets are then evaluated using the model’s official testing
scripts to ensure consistency with prior benchmarks. For LLM-only
baseline experiments that do not incorporate EL models, we manu-
ally constructed an evaluation script to compute the LLM’s disam-
biguation accuracy, where we use the Exact Match (EM) measure
defined below:

Exact Match (EM) =

{
1 if 𝑦 = 𝑦

0 otherwise

Where 𝑦 is the LLM’s predicted entity name and 𝑦 is the ground
truth entity name. The measure only outputs 1 if 𝑦 is exactly equal
to 𝑦, character by character. Then, we divide the number of exact
match entities by the total number of entities in the dataset to
obtain the final disambiguation accuracy.

Selecting a Unified Context-Joining Strategy. We use the dev split
of AIDA-YAGO2 to determine the optimal context-joining strategy.
In our main experiments, we consistently report results obtained
by Strategy 4 across all three EL models, as it achieves the highest
average accuracy for each model on the dev set, ensuring a fair
comparison. We hypothesize that Strategy 4 is superior because
most EL models are more accustomed to the distribution of original
contexts, thus yielding better performance when LLM-generated
contexts are appended strictly after the original contexts.

We conduct context-joining strategy experimentation with the
following implementation details. For joining strategies that incor-
porate context combination, contexts are merged using a newline
symbol “\n”. In the case of BLINK and ReFinED, contexts are fully
combined in the specified order, without any truncation applied. In
the case of GENRE, the contexts are first fully combined and then
trimmed to the model’s maximum input sequence length.
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Table 2: Main results of LLMaEL across six EL benchmarks.

Method AIDA MSNBC AQUA ACE04 CWEB WIKI AVG

LLM only 78.37 80.49 73.18 83.27 65.34 64.44 74.18
ChatEL [9] 81.20 83.50 75.70 85.60 66.20 74.50 77.78

BLINK only 82.01 86.23 85.16 86.01 69.11 81.11 81.61
GENRE only 87.92 83.54 84.32 84.82 68.75 83.02 82.06
ReFinED only 92.25 87.10 87.53 87.75 72.96 85.18 85.46

LLMaEL × BLINK 81.94 86.56 85.16 86.01 69.17 81.14 81.66
LLMaEL × GENRE 88.27 85.67 85.14 85.21 70.67 82.95 82.99
LLMaEL × ReFinED 92.38 86.94 88.09 88.14 73.16 85.90 85.76

LLMaEL × ReFinEDFT 92.34 88.79 89.06 88.14 75.07 86.62 86.67

Fine-tuning. We select our best-performing EL model ReFinED
for model fine-tuning. We use the train and dev splits from the
AIDA-YAGO2 dataset as our training and evaluation data. To avoid
model over-fitting onAIDA-YAGO2,we leverage ReFinED’swikipedia
model for fine-tuning. Specifically, we first employ Llama-3-70b-
Instruct to augment the datasets under the model’s optimal context-
joining strategy, then apply the augmented datasets for EL model
fine-tuning.

5 Results and Discussions

5.1 Main Results

The results of our main experiments are presented in Table 2. Ta-
ble 2’s results can be divided into four horizontal sections, ordered
from top to bottom. The first section presents results of baselines
that only leverage tuning-free LLMs. The second section presents
results of standalone EL models. The third section presents results
of the vanilla implementation of LLMaEL, representing a straight-
forward context augmentation approach without any EL model
fine-tuning. The final section reports the results of LLMaEL with a
fine-tuned ReFinEDmodel, denoted as ReFinEDFT. For each dataset,
the highest disambiguation accuracy score is highlighted in bold,
while the second-highest score is underlined. The results of ChatEL
are taken from their official github repository 8, while all other
results are produced by ourselves.

The vanilla implementation of LLMaEL improves the average
accuracy score of the six datasets across all three EL models. Vanilla
LLMaEL enhances performance on at least five datasets for each
EL model, with LLMaEL × GENRE demonstrating an average im-
provement of 0.93% over its EL model backbone. It is also important
to note that, while both incorporating LLMs under a completely
tuning-free scenario, vanilla LLMaEL yields significantly better re-
sults than the ChatEL baseline (7.68% higher accuracy with LLMaEL
× ReFinED), justifying the effectiveness of our method design.

The fine-tuned LLMaEL × ReFinEDFT consistently delivers new
state-of-the-art results across all six datasets, offering a 1.21% accu-
racy improvement over the original ReFinED backbone and a 0.91%
increase compared to the vanilla LLMaEL × ReFinED. This supports
our hypothesis that fine-tuning further enhances performance by
8https://github.com/yifding/In_Context_EL

better aligning EL models with the token distributions of LLM-
augmented contexts. Compared to ChatEL, LLMaEL × ReFinEDFT
further yields a performance gain of 8.89%.

Two datasets in particular are worth specific discussion in the
LLMaEL × ReFinEDFT configuration. First, on the AIDA test set,
there is a slight performance reduction from 92.38% to 92.34%. We
hypothesize that this is due to potential overfitting to the AIDA
dataset distribution during fine-tuning with ReFinEDFT, resulting
in a minor performance drop. Secondly, ACE2004 results appear
capped at 88.14%, both with and without fine-tuning. This sug-
gests that 88.14% may be the maximum achievable accuracy for
the ReFinED model on the ACE2004 test set, likely due to inher-
ent limitations of the dataset and the model. On all other datasets,
ReFinEDFT significantly boosts performance.

5.2 Ablation Studies

In this section, we conduct ablation studies to test the robustness of
LLMaEL and to experiment with additional strategies that further
enhance performance. In Section 5.2.1, we employ other state-of-
the-art LLMs on our method to demonstrate LLMaEL’s robustness
across LLM choices, as well as to justify our choice of Llama-3-
70b-Instruct as the primary LLM backbone. In Sections 5.2.2 and
5.2.3, we explore additional strategies that further boosts LLMaEL’s
performance.

5.2.1 Choosing Among LLMs. As LLMaEL is adaptable to any LLM,
in this section, we investigate LLMaEL’s performance across dif-
ferent backbone LLM choices. We compare our primary backbone
LLM Llama-3-70b-Instruct to two other widely recognized propri-
etary LLMs, namely GPT-3.5-Turbo-Instruct and GLM-4. We set
the temperature of Llama-3-70b-Instruct and GLM-4 to 0.01 and
the temperature of GPT-3.5-Turbo-Instruct to 0, and adapt default
values for all other hyperparameters.

The upper half labeled “Single” of Table 3 presents the results of
backbone LLM ablation. Again, LLMaEL × ReFinED presents our
vanilla context augmentation approach, while ReFinEDFT presents
LLMaEL with our custom fine-tuned ReFinED EL model. For the
vanilla LLMaEL × ReFinED, all three LLMs demonstrate an aver-
age performance enhancement. Among them, Llama-3-70b-Instruct
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Table 3: Results of LLMaEL across different backbone LLM choices.

EL Model LLMaEL LLM backbone(s) MSNBC AQUA WIKI AVG

Si
ng

le
ReFinED

- 87.10 87.53 85.18 86.60
Llama-3-70b-Instruct 86.94 88.09 85.90 86.98
GPT-3.5-Turbo-Instruct 86.94 88.23 85.60 86.92
GLM-4 86.94 87.95 85.75 86.88

ReFinEDFT

- 89.40 89.20 85.93 88.18
Llama-3-70b-Instruct 88.79 89.06 86.62 88.16
GPT-3.5-Turbo-Instruct 89.40 89.47 86.28 88.38
GLM-4 89.40 89.20 86.24 88.28

M
ul
ti ReFinED Hard-voting ensemble 86.94 87.95 85.90 86.93

Soft-voting ensemble 86.94 87.95 85.75 86.88

ReFinEDFT
Hard-voting ensemble 89.09 89.47 86.62 88.39
Soft-voting ensemble 89.40 89.34 86.25 88.33

Table 4: Results of vanilla LLMaEL implementedwith BLINK

under different context-joining strategies.

Method ID AVG acc.

BLINK only - 81.61
LLMaEL × BLINK 4 81.66
LLMaEL × BLINK 1* 84.70

yields the most significant overall improvement, achieving an aver-
age accuracy of 86.98%. GPT-3.5-Turbo-Instruct and GLM-4 demon-
strate comparable performance, yielding average improvements
of at least 0.28% . The fine-tuned ReFinEDFT also demonstrates
excellent compatibility across various LLMs. With GPT-3.5-Turbo-
Instruct, ReFinEDFT achieves an average performance of 88.38%,
representing a 1.78% improvement over the original context and
model. It is also noteworthy that the performance of ReFinEDFT
also shows a significant enhancement when applied to the origi-
nal contexts, registering an average performance improvement of
1.58%.

Overall, different LLM backbones contribute only minor perfor-
mance variations to our method, with a maximum difference of
0.38% in the vanilla setting and 0.22% in the fine-tuned setting. This
leads to two key conclusions. First, it confirms that LLMaEL is a
robust framework that delivers consistent performance across a
variety of LLMs. This allows us considerable flexibility in choosing
among various open-source and proprietary LLMs while maintain-
ing the framework’s promising performance. Second, the fact that
Llama-3-70b-Instruct achieves the best performance in the tuning-
free setting further validates our primary backbone LLM choice.
This highlights that our system performs best with open-source
LLMs, offering an effective, accessible, and cost-efficient solution.

5.2.2 Model-Specific Context-Joining Strategies. For our main ex-
periments, we used the development set of the AIDA benchmark
to select a unified context-joining strategy. However, during our

development set experiment, we observed that different EL models
actually show optimal performance with different context-joining
strategies. This is because our three selected EL models each pos-
sess different model architectures, leading each model to prefer
different data distributions during inference.

Namely, BLINK’s optimal context-joining strategy significantly
diverges from ReFinED and GENRE. BLINK’s optimal context-
joining strategy is strategy 1, as presented in Table 2. The table’s
AVG acc. column presents the unweighted macro average disam-
biguation accuracy score of vanilla LLMaEL × BLINK over all 6
test sets. Results show that adopting this model-specific optimal
strategy for BLINK leads to a significant performance enhancement
of 3.04% in average accuracy. Intriguingly, BLINK’s optimal test-
time strategy (strategy 1) has completely opposite parameters as
unified strategy 4. We hypothesize that the reliance on AIDA-dev
for selecting the optimal joining strategy might be a contributing
factor. Given that BLINK, unlike the other two EL models, is not
fine-tuned on the AIDA dataset, it may not resonate well with the
textual distributions of AIDA datasets. Consequently, BLINK’s per-
formance on the AIDA-dev dataset does not accurately reflect its
true preferences and capabilities.

5.2.3 Ensemble. We use both hard-voting and soft-voting classi-
fiers to perform ensemble. The hard-voting classifier is executed by
selecting themost frequent outcome amongmultiple independently-
generated results. In instances where multiple results share an
equivalent frequency, the result with the highest probability level
is selected. Conversely, the soft-voting classifier selects the final
answer by aggregating the probabilities of all outcomes.

The Multi half of Table 3 illustrates our ensemble results. Both
ReFinED and ReFinEDFT are improved by the implementation of
ensemble techniques. For ReFinED, ensemble using the hard-voting
classifier achieves the highest average accuracy of 86.93%. This
accuracy score is higher than the score obtained by the soft-voting
classifier. This is because the hard-voting classifier is particularly
effective when the performance of individual models is diverse.
For most datasets, the original ReFinED model yields results that
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Figure 2: Results of LLMaEL across entities of different fre-

quencies.

are apparently different to the other 3 LLM-enhanced models, con-
tributing to the diversity of model performance. Meanwhile, when
the performance of single models is relatively uniform, both ensem-
ble methods—hard and soft-voting classifiers—exhibit comparable
effectiveness. This phenomenon is evident in the performance out-
comes of the ReFinEDFT, where the hard and soft-voting classifiers
present equal average accuracies. Moreover, the hard-voting classi-
fier under ReFinEDFT also achieved the best average performance
of 88.39%.

5.3 Discussions

We delve deeper into LLMaEL by examining the following two
discussion questions.

5.3.1 Does LLM-Augmented Data Improve EL Performance Over
Long-Tail Entities? In this section, we examine LLMaEL’s effective-
ness across entities of varying frequencies. EL models typically
perform well on high-frequency entities but struggle with low-
frequency ones due to limited training data, whereas LLMs encode
broader entity knowledge. We hypothesize that LLMaEL ’s gains
stem from improving long-tail entity linking.

To test this, we evaluate LLMaEL on MSNBC, AQUAINT, ACE04,
andWNED-WIKI. Each entity is assigned aWikidata5M [24] PageR-
ank score as its frequency, normalized on a base-10 logarithmic
scale and grouped into seven buckets.

Figure 2 shows bucket accuracies: the green line is the base-
line ReFinED, while purple lines show ReFinEDFT trained with
LLM-augmented data. Results confirm that LLMaEL substantially
improves mid- to low-frequency entities (10−6–10−2) and refines
performance on extremely rare ones (10−7–10−6). This supports our
hypothesis that LLM augmentation benefits long-tail entities, while
also boosting mid-tail performance by providing cleaner, condensed
mention contexts.

5.3.2 Is There a Better Way to Leverage LLMs for EL?. LLMaEL
investigates the effective collaboration between LLMs and special-
ized EL models by LLM context augmentation. In this section, we

Table 5: Results of various LLM-for-EL approaches.

Method AIDA MSNBC AQUA ACE04

BLINK only 82.01 86.23 85.16 86.01

LLM only 78.37 80.49 73.18 83.27
Re-rank-100 70.95 82.01 73.18 74.32
Re-rank-10 73.24 80.18 73.45 82.88

explore another possible way to combine LLMs with EL models:
using specialized EL models for candidate entity retrieval, and then
leveraging LLMs to conduct entity re-ranking.

Considering that many EL models, such as BLINK, operate by
first retrieving candidate entities and then re-ranking them, a prac-
tical approach to combine LLMs and specialized EL models is to
use EL models for candidate entity retrieval and LLMs for entity
re-ranking. We use BLINK’s bi-encoder for candidate retrieval and
Llama-3-70b-Instruct for re-ranking. We evaluate two entity re-
ranking settings:

• Re-rank-100: Extract the top 100 candidate entities from
BLINK’s bi-encoder and let the LLM select the final entity.

• Re-rank-10: Extract the top 10 candidate entities of BLINK’s
bi-encoder and augment each candidate with its Wikipedia
abstract. The LLM selects the final entity using the abstracts
as supplementary information.

As shown in Table 5, using LLMs for entity re-ranking does not
improve EL performance. We observe two primary reasons. First,
the presence of similar candidate names confuses the LLM. Unlike
demanding LLMs to directly generate entity names for mentions,
asking LLMs to perform re-ranking requires them to discern the
subtle distinctions among candidates. As highlighted by Peng et al.
[18], LLMs struggle to understand and distinguish complex contexts,
leading to diminished performance. Secondly, presenting the LLM
with multiple candidates often causes it to spread its focus across
the entire context rather than concentrating on the specific mention.
This results in the LLM prioritizing information that is distant and
unrelated to the mention. The suboptimal performance of LLMs
used as either direct EL executors or entity re-rankers underscore
that LLMaEL’s context augmentation is the most effective way to
integrate LLMs into EL.

5.4 Error Analysis

To gain deeper insight into how LLMaEL’s context augmentation
affects EL performance, we conducted a manual error analysis of
failure cases. Specifically, we focused on the WNED-WIKI dataset
due to its intermediate size and comprehensive content derived
from the Wikipedia encyclopedia.

Upon examining the test outputs of LLMaEL × ReFinEDFT on
WNED-WIKI, we observed that LLMaEL context augmentation
improved 2.67% of the test cases, turning them from incorrect to
correct, demonstrating its usefulness in enhancing EL performance.
However, 1.19% of the test cases regressed, turning from correct
to incorrect, indicating that LLMaEL can also introduce errors
in certain scenarios. To better understand these failure cases, we
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Error Type3: Inadequate Context Understanding by EL Model
LLM-Augmented Context: Edirne is a province in Turkey. …
Gold: Edirne Province
Predicted: Edirne

Error Type2: Topic Drift in Entity 
Description by LLM

LLM-Augmented Context: English in this 
context refers to a person from England ... 
England is a nation with a rich history …
Gold: English people
Predicted: England

Error Type1: Entity Misinterpretation by 
LLM

LLM-Augmented Context: In the context 
of the text, the UAE is represented by a 
national rugby team …
Gold: United Arab Emirates
Predicted: United Arab Emirates national 
rugby union team 72%

14%14%

Figure 3: Error analysis of LLMaEL.

randomly sampled 50 entries from the 1.19% of regressed cases and
performed a detailed manual error analysis.

Our results are illustrated in Figure 3, along with representative
examples. The failure cases can be categorized into three types:

(1) Entity Misinterpretation by LLM (14%): In this category,
the LLM incorrectly interprets the target entity and gener-
ates an inaccurate description. For example, as shown in
Figure 3, while the original context refers to the UAE as the
United Arab Emirates, the LLM misinterprets it as the UAE
national rugby team, generating a description of the team.
This misleads the EL model to link to the incorrect entity
“United Arab Emirates national rugby union team.” We at-
tribute this error type to the LLM’s misinterpretation during
context generation.

(2) Topic Drift in LLM Entity Description (14%): Here, the
LLM correctly identifies the target entity but generates con-
text that diverges to describe another related entity. For
example, as illustrated in Figure 3, the LLM correctly inter-
prets the mention “English” as referring to English people
but produces a lengthy description of the nation of England,
which is a separate entity. This misleads the EL model to
link to “England” instead of “English people.” This type of
error stems from the LLM’s inability to maintain focus on
the intended entity.

(3) Inadequate Context Understanding by ELModels (72%):
This is the largest category of errors. In these cases, the LLM-
generated context is entirely accurate, but the EL model still
produces incorrect results. Such failures may arise from ei-
ther (a) inherent limitations in the EL model’s capabilities,
or (b) the EL model’s inability to fully adapt to the token
distribution of the augmented context, even after fine-tuning.
The latter suggests that while fine-tuning improves the com-
patibility of EL models with augmented contexts, there still
remain cases where the models fail to adapt effectively.

Overall, the analysis shows that LLMs correctly interpret target
entities in most cases, as indicated by the combined 86% share of er-
ror types 2 and 3, supporting their strength in entity interpretation
and potential for EL tasks. Still, error type 1 reveals occasional misin-
terpretations, while type 2 shows that even accurate interpretations
can be undermined by off-topic context. The high proportion of
type 3 further highlights the challenge of fully adapting EL models
to LLM-augmented contexts.

6 Conclusion

In this paper, we proposed LLMaEL, a novel framework that aug-
ments specialized EL models with LLM-generated context. We also
explored alternative strategies for integrating LLMs into the EL pro-
cess, including direct EL execution and entity re-ranking. Compared
to these alternatives, LLMaEL ’s context augmentation strategy
provides the most effective use of LLMs for EL, achieving new
state-of-the-art results on 5 of 6 benchmarks in the tuning-free
setting and all 6 with lightweight EL model fine-tuning. We further
validated LLMaEL’s robustness across three LLM backbones and
explored ensemble techniques to further boost performance. Our
analysis shows that LLM context augmentation consistently bene-
fits mid- to long-tail entities, underscoring its strong potential for
advancing entity linking.
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