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Abstract

Existing Large Vision-Language Models (LVLMs) can process in-
puts with context lengths up to 128k visual and text tokens, yet
they struggle to generate coherent outputs beyond 1,000 words.
We find that the primary limitation is the absence of long output
examples during supervised fine-tuning (SFT). To tackle this issue,
we introduce LongWriter-V-22k, a SFT dataset comprising 22,158
examples, each with multiple input images, an instruction, and
corresponding outputs ranging from 0 to 10,000 words. Moreover,
to achieve long outputs that maintain high-fidelity to the input
images, we employ Direct Preference Optimization (DPO) to the
SFT model. Given the high cost of collecting human feedback for
lengthy outputs (e.g., 3,000 words), we propose IterDPO, which
breaks long outputs into segments and uses iterative corrections to
form preference pairs with the original outputs. Additionally, we
develop MMLongBench-Write, a benchmark featuring six tasks to
evaluate the long-generation capabilities of VLMs. Our 7B parame-
ter model, trained with LongWriter-V-22k and IterDPO, achieves
impressive performance on this benchmark, outperforming larger
proprietary models like GPT-40. Our models, data and code are
available at: https://github.com/THU-KEG/LongWriter-V.
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1 Introduction

Recent advancements in Large Vision-Language Models (LVLMs)
have significantly enhanced their capabilities in processing visual
and textual inputs [1, 48]. Notably, there have been substantial
breakthroughs in the long-context capabilities of VLMs [30, 43].
For instance, Qwen2-VL [35] can now understand videos up to 20
minutes, with a context window of 32k tokens. This progress has
significantly expanded the scope of tasks that VLMs can handle,
making them more applicable to real-world scenarios.

However, despite the increased input context window, the effec-
tive output length of VLMs remains limited. To verify this limitation,
we collect a benchmark comprising six tasks that require VLMs to
generate long texts based on visual inputs (as shown in Figure 1). By
adjusting the required output length in the instructions, we found
that all existing models struggle to generate outputs exceeding
1,000 words (Section 2). In real-world scenarios, such long-output
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Figure 1: Left: Six examples for each type of task in MMLongBench-Write. They are divided into two categories: professional
writing and creative writing. The former requires professional knowledge, while the latter does not. Right: The joint distribution
of the number of input images and the expected output length for data in both categories. Most data requires a 1000+ word
output with given images, challenging the long-generation capabilities of VLMs.

queries are common user demands [7]. For example, (1) creative
writing tasks may require generating detailed stories or essays
based on visual prompts [15], and (2) professional writing tasks
may involve writing comprehensive reports or analyses from visual
data [13]. To meet these practical needs, it is essential to enhance
the long-output capabilities of VLMs.

To investigate the reasons behind the limited long-output ca-
pability of VLMs, we are inspired by the LongWriter [3], which
adjusts the output length distribution of the supervised fine-tuning
(SFT) data to observe changes in model output length. Our exper-
iments revealed that the proportion of long-output examples in
the SFT data determines the model’s output length. This finding
explains why VLMs typically have an output length limit of around
1,000 words. Existing visual instruction tuning datasets [29], such
as LLaVA [21], mainly contain tasks like grounding [22] and caption
generation [34], with most outputs being less than 300 words [20].

To fill the gap, we select long-output instruction-image pairs
from MMEvol [24] as inputs. In addition to single-image inputs,
we also constructed other forms of data, including multi-image
inputs and backtranslated instructions [37], to enrich the diversity
of the input data. To generate long outputs, we propose a plan-
and-write approach: LongWriter-Agent-V. This method involves
providing input images and writing instructions to GPT-4o to first
generate an outline and then sequentially write the text in segments.
Through this approach, we collect LongWrite-V-22k, a dataset of
22k long-output examples.

Using LongWrite-V-22k for SFT, the output length of Qwen2.5-
VL-7B-Instruct [33] can be extended beyond 3,000 words. However,
longer outputs often introduce issues such as repetition and hallu-
cination [9]. To improve the fidelity of long outputs, we adapted
the approach from RLHF-V [46], where human experts revise the
model’s outputs to form preference pairs for Direct Preference Op-
timization (DPO). Since traditional DPO [28] is typically performed
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on short texts of around 300 words, and LongWriter-V’s output
length can exceed 3,000 words, the annotation cost is extremely
high. To enhance the efficiency of preference data utilization, we
proposed IterDPO, which divides long outputs into N segments,
treating each segment’s revision as a preference pair. This method
allows the model to learn fine-grained human corrections for each
segment and effectively multiplies the use of a single long-output
preference pair by N times. Through LongWriter-V-22k SFT and
IterDPO, our 7B model achieves impressive performance in both
output length and quality, surpassing powerful VLMs like GPT-4o.
In summary, our contributions are as follows:

e We construct MMLongBench-Write to evaluate the long-
output capabilities of VLMs and find that the output length
limit of existing VLMs is around 1,000 words.

e We collect the SFT dataset LongWrite-V-22k, enabling VLMs
for 3,000+ word generation.

e We propose IterDPO, which effectively improves the text
quality of long-output VLM.

2

In the preliminary experiments, we first collect MMLongBench-
Write, a benchmark with visual inputs and long-output require-
ments. Then, we conduct an evaluation on this benchmark to ex-
plore the maximum output length of VLMs. Besides, we reveal
that the main reason for bounded output length lies in the length
distribution of SFT data.

MMLongBench-Write. The ability to write long texts based on
visual inputs is a fundamental skill in various real-world applica-
tions and can be broadly categorized into professional writing and
creative writing, depending on whether specialized knowledge is
required [31]. To evaluate how well that VLMs master the two skills,
we design three specific tasks for each skill. For each task, we curate
20 representative instructions with input images as test data. To

Preliminaries
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Figure 2: LongWriter-V-Ruler test across different output
length requirements. The horizontal line show the overall
upper bound for current VLMs.

ensure diversity, half instructions are in English and half are in
Chinese. Figure 1 shows six examples of the benchmark and data
distribution. It highlights that professional writing tasks typically
involve more input images and require longer output lengths.
LongWrite-V-Ruler. To explore the maximum output length of
VLMs, we select 8 examples from MMLongBench-Write benchmark,
with four samples in English and four in Chinese. As depicted in Fig-
ure 1, each instruction is in the form of "Write an L-word article for
the given pictures". We construct a diverse test set by changing the
length requirement L. This test set uses L € {500, 1000, 2000, 4000},
which consists of 32 test prompts in total.

Evaluation Result. We conduct the LongWrite-V-Ruler test on
three open-source VLMs and three proprietary models. In Figure 2,
we plot the required output length (x-axis) and the corresponding
average output length (y-axis) for 12 instructions. We can observe
that there exists an upper bound of 1000 output length for all models,
which reveals their common weakness in writing long articles.
Preliminary Experiment. As the controlled experiments in Long-
Writer [3] has revealed that the maximum output length of LLM is
correlated with the maximum output length of SFT data, we further
explore how the average output length of SFT data can influence
the long-generation capabilities of VLM. We fine-tune Qwen2-VL-
7B-Instruct [35] on three visual instruction datasets sampled from
our final SFT data. Each dataset has 10k examples with different
average output length respectively (0.8k, 1.8k and 2.8k). Figure 3
shows the trained models’ performance on LongWrite-V-Ruler, we
observe that the model’s maximum output length increases with
the average output length of SFT data. Besides, we find that the
number of long-output examples is crucial for extending the
output length of VLMs. For example, the training set with an av-
erage length of 1.8k contains 1% data exceeding 4k output length,
but the model trained on it fails to generate 4k tokens (orange line).
In contrast, the model trained with 21% data exceeding 4k output
length is able to do that (blue line). This result indicates that the
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Figure 3: LongWriter-V-Ruler test for Qwen2-VL-7B-Instruct
trained on 10k SFT data samples with different average out-
put lengths.

main reason that limits the VLM’s output length is lack of enough
long-output examples in SFT data.

3 LongWriter-V: Data and Training

In this section, we will introduce the data collection and training
process for unlocking the long generation capability of VLMs.

3.1 Data Collection

Figure 4 depicts the overall pipeline of our data collection process,
which consists of two phases: SFT and DPO data collection.

3.1.1 SFT Data Collection. Existing VLMs fail to directly generate
texts exceeding 1k tokens, so we develop a two-stage method to
generate long texts as SFT data.

LongWrite Agent-V. Before introducing our method, we first
formalize the task’s objective. Given several input images v and
an user instruction x, our goal is to generate a text y* that aligned
with user’s length and quality requirements:

y' = afg;nax(sl(y) +34(y)) Py (ylv, x) 1)
where s; and sq is the scoring function for judging the length and
quality of the output, respectively. Py is the function representing
the end-to-end solution, while existing VLMs may not be directly
applied as their maximum output lengths are below 1k. To utilize off-
the-shelf VLMs, we propose a two-stage method for generating long
texts. Inspired by the plan-and-write method from LongWriter [3],
we first prompt the VLM to generate an outline o that structures
the output, plans the content, and specifies the word count for each
paragraph. This outline breaks down the complex long-output task
into manageable sub-tasks. Next, we use the VLM to fill in each
paragraph and concatenate them to form the final output:

y" = argmax P1 (o|o, x) arg max(s; (y) + sq (1)) P2 (2)
o y
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Figure 4: Data collection and model training pipeline of LongWriter-V. The SFT data includes both single-image and multi-image
input for long text output. The DPO data contains human revision over each paragraph of VLM’s long output. We first SFT the
VLM to extend its output length, then conduct iterative direct preference optimization to learn fine-grained human feedbacks.

n
Pa(ylv,x,0) = np(yilv, X, 04, Y<i)
i=0

©)

where P; is the modeling function for first stage, which takes input
images and instruction to write an n-paragraph outline o = {0;,i =
1, ..., n}. Py refers to the second stage, where the VLM outputs the
content y; paragraph by paragraph based on the input information,
outline o; and previous paragraphs y«;. In practice, we design two
detailed prompts for guiding VLM to implement the two stages.
Visual Instruction Collection. To collect long-output visual in-
structions for SFT, we choose MMEvol [24] as our primary data
source. MMEvol is a large-scale, open-domain dataset containing
480k image-text instruction pairs, sourced from diverse datasets
such as LLaVA-Instruct [21] and ShareGPT4V [4]. However, the av-
erage output length in this dataset is relatively short (54.85 tokens),
necessitating a filtering process to identify long-output instructions.
We first check the original response length of e ach example and
select those with output length over 128, yielding 55,835 valid data.
Next, we utilize GPT-4o0 to verify whether each instruction gen-
uinely requires a long output and whether the associated image is
sufficiently relevant to the instruction by using this prompt:

You will receive an image and an instruction from a user to an
Al assistant, please determine whether the instruction requires
the Al assistant to write an article for the given image, and
the length of the article is more than 1,000 words in English
(or 1,000 characters in Chinese). If the instruction does not
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mention the word requirement, please determine whether the
user’s intention of the response length is more than 1,000
words. If the instruction is irrelated with the image, please
reply “no”. Instruction: {User Instruction}

Finally, we get 8,115 single-image instructions after filtering.
Multi-image Instruction Generation. As the original data in
MMEvol only has one image for each instruction, we synthesize
some multi-image instructions to increase the diversity of SFT data.
We select three subsets of MMEvol: wikiart, web-landmark, web-
celebrity. Each subset contains hundreds of images in the same
category. For example, images in web-landmark are all landmark
pictures taken from different world attractions. We randomly sam-
ple 2 or 4 same-category images and then ask gpt-4o to generate
an instruction that require long output for these images:

You will receive {Image Number} images and an instruction
from a user to an Al assistant, this original instruction is
targeted for the first image solely. Now please rewrite this
instruction to a challenging long-output one that need using
visual information from all the input images, and the length of
the expected output should be more than 2,000 words in Eng-
lish (or 2,000 characters in Chinese). Here are three examples
of challenging long-output instructions:

Example instruction 1: {Example Instruction 1}

Example instruction 2: {Example Instruction 2}
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Example instruction 3: {Example Instruction 3}

Now, you should rewrite the following instruction:
Instruction: {User Instruction }

Please rewrite this user instruction to a challenging long-
output instruction that requires the use of all the input images.
Please output only the rewritten instruction, do not output
other content.

We obtain 6,313 multi-image instructions in this way. Apart
from synthetic data, we also collect natural multi-image data from
an open-source PPT dataset, Zenodo10K [49]. We transform these
slides into images as visual inputs and set the instruction as "Write
a lecture script for these slides". We choose those slides that has at
least 2 pages and at most 30 pages, resulting in 7,730 data.
Backtranslation. Through above processes, we collect 22,158
single-image and multi-image instructions in total. Using the Long-
Write Agent-V pipeline, we generate long output for each visual
instruction as SFT data. We call this training data LongWrite-V-22k.
But most instructions don’t specify the exact word count require-
ment, models trained on these data may lack the ability to follow the
writing instruction with word count requirements. Therefore, we
sample 5,000 data from LongWrite-V-22k and calculate the length of
the output L then add a requirement "Please write L-word in total."
to the end of the instruction and use gpt-4o0-mini for rephrasing the
instruction to maintain consistency. This is inspired by previous
backtranslation [19] method on training long-output LLMs [27].

3.2 DPO

3.2.1 DPO Data Collection. The SFT data aims to extend VLMs’
output length. But the longer outputs may bring more hallucina-
tions and repetitions. So the follow up question is: how to improve
the generation fidelity of long output VLM? Previous works often
adapt direct preference optimization [23, 28] to correct the halluci-
nations of VLMs. We follow the data format in RLHF-V [46] which
uses the segment-level corrections on VLM’s outputs as feedback.
VLM Output Collection. To collect long responses, we select
100 slides that were not included in LongWrite-V-22k for VLM to
generate scripts. These slides were previously used for teaching
on MOOC platforms [45] and cover 10 subjects such as Computer
Science, Math and Physics. Each subject may contain 4 to 16 slides
and each slide may have 10 to 30 pages. We use LongWriter-V-7B,
the VLM trained on our SFT data, to generate scripts for each slide.
The long scripts are segmented by sections and aligned with each
page of the given slide. We find that LongWriter-V-7B tends to
output fewer sections than the number of total pages, which is one
of the issues that we would ask human annotators to fix.

Human Revision Collection. To get high-quality feedback on
the flawed output of SFT model, we hire 10 college students from
10 different majors corresponding to the subjects of our slides.
We required annotators to have a GPA above 3.8 to ensure their
expertise. To facilitate the annotation process, we build an online
platform (See Appendix). Each annotator will get slides that match
with their major.The platform displays each slide page alongside
the corresponding script segment generated by the SFT model.
We ask annotators to check and revise each page’s script for the
following error types: factual errors, missing information, relevance
to the image, coherence of sentences, and repetition of words. After
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Figure 5: Output length statistics of LongWrite-V-22k.

completing the annotation of a slide, our authors will review the
annotation quality. We get 72 valid scripts with human corrections.

3.3 Training

Supervised Fine-tuning. We conduct model training based on two
open-source VLMs with different parameter sizes: Qwen2.5-VL-7B-
Instruct and Qwen2.5-VL-72B-Instruct [33]. We choose Qwen2.5-VL
series as base model because they support a context window of 32k
tokens. By resizing the input image’s width and height to 280x280,
the Qwen2.5-VL models can process up to 30 images. As shown
in Figure 5, the output length in LongWrite-V-22k are distributed
between 0 and 10k with two peaks around 0 and 1.5k. The peak at 0
indicates some short output data is mixed in the LongWrite-V-22k,
which are mainly the results of those simple instructions. To get a
better length distribution, we sample 10k data from LongWrite-V-
22k with an average output length of 2.8k as training data. We then
fine-tune the two models for 3 epochs with a learning rate of 1le-5
for Qwen2.5-VL-7B-Instruct and 7e-6 for Qwen2.5-VL-72B-Instruct,
resulting in two models: LongWriter-V-7B and LongWriter-V-72B.
Iterative Direct Preference Optimization. After SFT phase,
DPO [28] is a widely-used method to optimize VLM’s output quality,
which learns from a dataset of preference pairs D = {(v, x, yw. Y1) },
where the winning output y,, is preferred over the losing output
y; given the same visual input v and text input x. The optimization
objective of DPO is to maximize the difference between likelihood
of preference pairs:

Lopro(79; ret) = —E(o.x,yy)~D
76 (Yo, x)

Tref (Ywlv, X) -

4)

g (yylv, x)
Teet (Y110, x)

[log o(f log

In our annotation process, v represents the images of a slide,
x is the instruction for generating scripts, y; is the flawed output
script of VLM and y,, is the slide’s lecture after human revision.
However, collecting human feedback on long output is very time-
consuming and expensive. As mentioned in Section 3.2.1, we gather
72 preference pairs on the scripts, which costs one week and around
1,000 $ to finish. To make most use of these data, we propose to
iteratively learn the fine-grained human correctional feedback on
the long output. As the y,, = {y’,,i = 1,...N} is a revised script for
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Table 1: Baseline models’ context window lengths and num-
ber of max oputput tokens.

Model name Context window Max output tokens

Large Language Models
GLM-4-9B-chat [11]
Mistral-Large-Instruct [16]
Deepseek-r1 [12]

128,000 tokens
128,000 tokens
64,000 tokens

8,000 tokens

Vison Language Models
MiniCPM-V2.6 [44]
Qwen2.5-VL-7B [33]
Qwen2.5-VL-72B [33]
Claude 3 Opus [2]
Gemini-1.5-pro [32]
GPT-40 [26]

32,000 tokens
32,000 tokens
32,000 tokens
200,000 tokens
2,000,000 tokens
128,000 tokens

4,096 tokens
8,192 tokens
8,192 tokens

an N page slide, we increasingly view each page’s script yi, as a
winning segment over the flawed script:

N
Literppo (765 7ref) = —E(ox,yav,yp)~D Z
i=1

7o (y; ' |osi, X)

®)

70 (Y |0<is X) _

ﬂref(yaqut,x)

[logo(plog

ﬂref(yfl|05i,x)

<

where y3', y ISi is the revised and unrevised scripts until page i, and

v<; are the corresponding images. We view y5' as a new wining
response over the flawed output ylgi, this can help VLM learn the
fine-grained feedback on the long output and extend the number
preference pairs for N times. In this way, we get 1,477 iterative
pairs for training. Apart from human feedback, we also utilize AI
feedback by employing the gpt4o as the reward model. Following
RLAIF [47], we sample responses from the SFT model for 1,367
long-output instructions and use GPT-4o for assigning length and
quality scores for the responses to construct preference pairs. Our
final DPO model is trained with 2,844 mixed preference pairs,

4 Experiments

4.1 Experimental Setup

Metric. Following Bai et al. [3], we evaluate the VLM’s output
length and quality using two metrics: S; and Sg. S; is the output
score that measures how close that the VLM’s output length [, is
to the required length I,. We use the number of words to count the
output length. The length score S; is defined as:

100 - max O,I—M ifly > I,

S = (6)

100 - max (0,1— w) if Iy < .

We also use gpt-40-2024-08-06 to assign the quality score Sg for
six aspects: Relevance, Accuracy, Coherence, Clarity, Breadth and
Depth, and Reading Experience. We list the scoring prompt in
Appendix. Note that we have asked gpt-4o not to take the output
length into account so that the quality score is independent with
the length score. The overall score S is the mean of S; and Sq-

Baselines. We evaluate 3 proprietary VLMs, 3 open-source VLMs
and 4 LLMs on MMLongBench-Write (model details about models
are listed in Table 1). Given that LLMs can also process visual
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instructions via reading the image caption [25], we first use gpt-4o
to describe the input images and then feed the caption and writing
instruction to the LLM.

Implementation Details. The SFT phase for LongWriter-V-7B on
the LongWrite-V-22k dataset took approximately six hours using
8 A800 GPUs. For the LongWriter-V-72B model, the SFT process
required 72 hours with the same GPU configuration. The Direct
Preference Optimization (DPO) process for LongWriter-V-7B, using
2,844 mixed preference pairs, completed in 1.5 hours.

4.2 Main Results

We report the performance of baselines and our trained models in
Table 2. To study the effective output length of models, we divide
the MMLongBench-Write benchmark into four subsets based on the
instruction’s required word count: 0-1500 words, 1500-2000 words,
2000-3000 words, and over 3000 words. The highest length and qual-
ity scores for each subset among models are in bold. We have three
observations on the results: (1) Most existing models struggle to
satisfy the length requirement over 2000 words, while LongWriter-
V models can generate enough words for such instructions. By
checking the length score S; across different length intervals, we
find that most models perform poorly on the [2000, 3000) range,
with their S; below 70. In contrast, our LongWriter-V models can
generate outputs with effective length and high quality even on the
range of [3000, 4000). (2) The scaling law effect on our benchmark
is striking: smaller models like Qwen2.5-VL-7B-Instruct perform
poorly in our evaluation with an overall score of 54.4, while its
larger counterpart Qwen2.5-VL-72B-Instruct achieves a notably
higher score of 83.3. Besides, after training the two VLMs on our
LongWrite-V-22k data, both models improve significantly on long
generation. The performance gap between the two sizes’ models
is narrowed after SFT (LongWriter-V-7B’s 81.8 vs. LongWriter-V-
72B’s 84.9). (3) DPO can improve both the VLM’s output quality
and the ability to follow the length requirements of long generation.
LongWriter-V-7B-DPO, which is the model trained on LongWriter-
V-7B with 2,844 preference pairs, achieves improvement on both S;
(+3.7) and Sy (+1.8), showing that DPO is effective for boosting the
long generation capabilities of VLMs.

4.3 Human Evaluation

As the quality score Sq is assigned by the GPT-40 automatically,
the evaluation results may have bias as LLM tends to favor the
responses generated by itself [17, 36]. To get a more fair quality
comparison for the models, we conduct a human evaluation to cap-
ture the actual human preferences on model responses. Specifically,
we select responses from four models: the three models trained by
us and the GPT-40-2024-08-06 baseline. We ask two human anno-
tators to vote for their preferred response between two selected
models on the 120 responses of MMLongBench-Write. For each
annotator, we collect 720 votes and calculate the average win rate
among models using two annotators’ feedback.

The results are shown in Figure 6, where we surprisingly find
that two of our trained models receive more votes from humans in
the comparison with the GPT-40-2024-08-06 baseline. While in the
automatic quality score comparison, the two models also surpass
the GPT-40 on the quality score. This indicates that our trained
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Table 2: Evaluation results (%) on MMLongBench-Write. Note that LLMs are tested with input images transformed into captions.
We report scores on different subsets of the benchmark, where [0,1000) means the expected output length falls within 0 to 1000

tokens. S, S}, Sq is the overall score, length score and quality score respectively.

| Overall | [0,1500) | [1500,2000) | [2000,3000) | [3000,4000)
Model 'S S Sq S Sq s Sq s Ssq S Sq
Caption + LLMs
GLM-4-9B-Chat 713 620 806 |87.9 722 | 657 824 |447 767 |242 935
GPT-40-2024-08-06 771 66.6 875 |867 812 | 689 8.3 |587 858 |[335 972
Mistral-Large-Instruct-2407 789  69.6 882 |89.7 847 |709 899 | 584 830 |[472 949
DeepSeek-R1 824 703 945 |872 924 |734 957 |598 920 |381 958
Open-source VLMs
MiniCPM-V2.6 541 303 778 | 561 689 |313 817 | 150 694 |45 861
Qwen2.5-VL-7B-Instruct 544 453 635 | 629 511 |466 705 |37.6 506 |[161 676
Qwen2.5-VL-72B-Instruct 833 799 867 |800 784 |845 903 | 716 797 |653 917
Proprietary VLMs
Claude-3-Opus-20240229 617 415 820 |520 647 |[428 875 [361 746 |233 8938
GPT-40-2024-08-06 62.7 427 826 |866 912 |377 831 |342 716 | 142 884
Gemini-1.5-Pro 83.0 748 912 |887 93.0 |781 918 |622 862 |505 954
Our trained VLMs
LongWriter-v-78 81.8 825 811 |633 728 |[878 864 |812 692 |[86.8 875
LongWriter-V-78-DPO 846 862 829 |695 825 |90.5 869 |87.1 690 |87.4 852
LongWriter-V-72B 84.9 843 855 |732 833 |86.2 893 |884 758 |814 852

0.65
GPT4o0 - 0.433

0.60

0.514 I

LongWriter-V-7B-DPO - 0.567 [ 0-55
-0.50
LongWriter-V-72B SN} K] -0.45

0.40
LongWriter-V-7B - 0.486

Figure 6: Human evaluation results on MMLongBench-Write,
where each block of the matrix represents the model of the
row’s win rate over the model of the column. The win rate is
voted by two annotators.

models have gained some advantages over the GPT-40 baseline
in the human preference, which is consistent with the automatic
evaluation on the quality score of responses. Besides, we also display
a case in Figure 7 to compare our tested models.
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4.4 Ablation Study

We conduct ablation experiments on both the SFT and DPO process
of LongWriter-V models. For the LongWriter-V-7B model trained
on LongWrite-V-22k data, we control the three data sources of
LongWrite-V-22k to observe how they contribute to the final per-
formance of the SFT model. We run the SFT process on Qwenz2.5-
VL-7B-Instruct without (w/0) single-image, multi-image or back-
translation data respectively and evaluate the trained models on
MMLongBench-Write. As shown in Table 3, removing any of these
data sources may lead to a decline in the overall score, where multi-
image data is the most essential one, causing a decrease of 15.3
overall score. These results indicate that these sources are useful
for training long output VLMs.

To explore the effectiveness of our DPO strategy over the small
size preference data on long-output VLM alignment, we run the
DPO process without those extra pairs extended by the iterative
strategy. Results in Table 3 demonstrates that the model gains +1.1
length score but -1.1 quality score and -2.5 PPT task score over the
DPO model with full data, which means the extended data is useful
for the generation quality and the PPT script task. To examine the
effectiveness of mixing Al preference pairs, we then train the SFT
model with the human revised preference pairs only, resulting in a
even worse performance (-1.1 overall score against the SFT model).
This suggests that incorporating Al-generated pairs can improve
model performance by providing additional training signals.

5 Related Work

Recent advancements in Vision-Language Models have focused on
enhancing their ability to process long-context inputs [6, 10, 18].
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Visual Input: 15 images of an educational material.
Text Instruction: Write a lecture script for these slides.

!

Shangging Tu et al.

Ladies and gentlemen, welcome to today's lecture on Mechanical Energy. Our focus will be on
understanding the fundamental concepts of kinetic energy, potential energy, and the roles of air
resistance and friction. These concepts are not just theoretical; they have practical implications in our
daily lives, especially in the context of transportation.

Let's begin by considering the significance of transportation in energy consumption. In the United
States, transportation accounts for approximately 28\% of total energy use, which translates to about
30 exajoules per year. This sector also contributes to one-third of the country's CO2 emissions.
Understanding the mechanics behind transportation can help us devise strategies to reduce energy

1. Today, we delve into mechanical energy, a crucial topic
in physics with broad applications, especially in
transportation. The U.S. dedicates nearly 28\% of its energy
to transport, amounting to about 30 exajoules annually and
contributing to a third of the nation's CO2 emissions.
Grasping this impact is essential for developing sustainable
solutions. We'll examine how kinetic and potential energy,
along with friction and air resistance, shape transport
dynamics. This understanding not only illuminates our
current energy use but also fuels innovation for future
efficiency. As we proceed, reflect on how these principles
connect to real-world challenges and inspire advancements
in energy conservation.

2. Building on our introduction to mechanical energy, let's
examine its pivotal role in transportation. The U.S.
dedicates around 28\% of its energy to this sector, which
consumes approximately 30 exajoules annually and
accounts for a third of the country's CO2 emissions. This
underscores the necessity for sustainable practices. To
tackle these challenges, we must understand kinetic and
potential energy, as well as friction and air resistance.
Kinetic energy is the energy of motion, while potential
energy is stored energy with the potential to perform work.
Friction and air resistance are forces that impede motion,
impacting energy efficiency. Grasping these concepts is
crucial for optimizing transportation systems. As we delve
deeper, consider how these principles can inform
innovations in energy conservation and efficiency, driving

use and emissions.

progress toward a more sustainable future.

Response of GPT-40-2024-08-06

Response of LongWriter-V-72B

Figure 7: A case study for GPT-40-2024-08-06 and LongWriter-V-72B on the lecture script generation task.

There are abundant benchmarks and datasets that designed for
multimodal long context understanding including MMLongBench-
Doc [25], LongDocURL [8], LongViTU [40], ShareGPT4Video [5],
LongVideoBench [39] and LVBench [38]. However, the long-output
generation abilities of VLMs have been less explored. In our work,
we find that current VLMs struggle to generate an output with over
1000 tokens, which is much shorter than their max input context
length (>16,000 tokens) [35]. To fill this gap, we explore how to
extend the maximum output length of VLMs.

Although we show that supervised fine-tuning can align VLMs
with user’s instructions on length requirements, it is also important
to improve the quality of long output [42]. Previous works mainly
focus on how to improve VLMs’ generation quality on short output
tasks via post training methods such as RLHF-V [46], RLAIF-V [47],
POVID [50] and MIA-DPO [23]. However, none of these methods
have explored how to effectively use human correctional feedback
on long output for aligning VLMs. We propose to iteratively use
each segment of the revised long output as the preferred response,
which extends the number of preference pairs and successfully
improves the long generation quality of VLM.

6 Conclusion

Our work introduces MMLongBench-Write, a comprehensive bench-
mark for evaluating long-generation tasks with visual inputs, and
LongWriter-V-22k, a novel supervised fine-tuning dataset designed
to enhance the long-output capabilities of VLMs. We demonstrate
that the SFT model trained on LongWrite-V-22k can generate long
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Table 3: Scores (%) on MMLongBench-Write for models
trained under different conditions, where S, S; and Sy is the
overall, length and quality score on all tasks and Sppr is the
overall score on the PPT script task.

Model S Sl Sq Spp’[
LongWriter-V-7B 81.8 82,5 81.1 83.1
w/o single-image data 79.6 795 79.6 834
w/o multi-image data 66.5 603 727 293
w/o backtranslation 80.7 80.0 813 824
LongWriter-V-7B-DPO 84.6 863 829 858
w/o iterative pairs 846 874 818 833
w/o 1.4k gptdo feedback 80.7 78.7 827 717

outputs with high fidelity, outperforming existing models in terms
of both length and quality. Furthermore, our proposed IterDPO
method effectively leverages human feedback to improve the fi-
delity of long outputs, addressing issues such as hallucination.
Future research may explore more training strategies and larger
datasets to further push the boundaries of long-output generation
in VLMs. Moreover, reinforcement learning methods [14] that guide
the VLMs to generate long outputs [41] with high quality and fi-
delity are also worth exploring.
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