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2023.3.14 GPT-4

What is funny about this image? Describe it panel by panel.

=4 Dm PAPLTDONY senes

 GPT-4

The image shows a package for a "Lightning Cable" adapter with three panels.

Panel 1: A smartphone with a VGA connector (a large, blue, 15-pin con-
nector typically used for computer monitors) plugged into its charging port.

Panel 2: The package for the "Lightning Cable" adapter with a picture of
a VGA connector on it.

Panel 3: A close-up of the VGA connector with a small Lightning con-
nector (used for charging iPhones and other Apple devices) at the end.
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100B-scale Pre-Training
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200B CN Transformer GLM
200B EN 130B Autoregressive Blank Infilling

- NVIDIA (2022.07)
- DCU
* Ascend 910
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Transformer GPT
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- NVIDIA (2020.05)



General Language Model (GLM)
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Du and Qian et al. All NLP Tasks are Generation Tasks. ACL’22. arxiv: 2103.10360

=

X X X X X X X X

X X X X X X X X X



General Language Model (GLM)

1. Du, et al. “"GLM: General Language Model Pre-training with Autoregressive Blanking Infilling.”, ACL, 2022
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Text Understanding

« Better than BERT, T5, RoBERTa

Table 2. Results on the SuperGLUE dev set. Models with * are pre-trained for two times the number of steps of other methods.

Model ReCoRD COPA WSC RTE BoolQ WiC CB MultiRC Avg
F1/Acc. Acc. Acc. Acc. Acc. Acc. Fl/Acc. Fla/EM
BERTRase 65.4/64.9 66.0 654 70.0 749 68.8 70.9/76.8 68.4/21.5 66.1
GLM g 73.5/72.8 71.0 721 71.2 77.0 647 89.5/85.7 72.1/26.1 70.7
BERT L arge 76.3/75.6 69.0 644 73.6 80.1 71.0 94.8/92.9 71.9/24.1 72.0
UniLM| e 80.0/79.1 72.0 654 76.5 80.5 69.7 91.0/91.1 77.2/38.2 74.1
GLM Large 81.7/81.1 76.0 81.7 74.0 82.1 685 96.1/946 77.1/36.3 77.0
GLM Large (multi-task)  80.2/79.6 77.0 788 76.2 79.8 63.6 97.3/96.4 74.6/32.1 75.7
GLM 410m (multi-task) 81.5/80.9 80.0 81.7 794 81.9 69.0 93.2/96.4 76.2/35.5 78.0
GLM 5,50 (multi-task) 82.3/81.7 85.0 81.7 79.1 81.3 694 95.0/96.4 77.2/35.0 78.8
Tbuss 76.2/75.4 73.0 79.8 78.3 80.8 67.9 94.8/929 76.4/40.0 76.0
TS1arge 85.7/85.0 780 84.6 84.8 84.3 71.6 96.4/98.2 80.9/46.6 81.2
BART grge * 88.3/87.8 60.0 654 84.5 84.3 69.0 90.5/92.9 81.8/48.0 76.0
RoBERTay 4rge * 89.0/88.4 90.0 635 &87.0 86.1 72.6 96.1/946 84.4/52.9 81.5
GLM RoBERTa 89.6/89.0 82.0 83.7 87.7 84.7 T71.2 98.7/98.2 82.4/50.1 82.9

. Du, et al. "GLM: General Language Model Pre-training with Autoregressive Blanking Infilling.”, ACL, 2022



Text Generation

« The most important thing is that one model can do all the things

Table 3. Results on Gigaword abstractive summarization

Table 4. Zero-shot language modeling results.

Model RG-1 RG-2 RG-L
MASS 37.7 18.5 34.9
UniLMp arge 38.5 19.5 35.8
GLM Laree 38.6 19.7 36.0
GLM parge (multi-task) — 38.5 19.4 35.8
GLM 410m (multi-task) 38.9  20.0 36.2

Model Lambada BookWiki
(Accuracy) | (Perplexity)

GLM Large (uni) 0.0 > 100
GLM L arge (multi-task,uni) 47.4 15.1
— 2d positional encoding 45.8 151
GLM 410m (multi-task,uni) 49.5 14.5
GLM 55 (multi-task,uni) 50.4 13.9
GLM Large (b1) 10.6 > 100
GLM | arge (multi-task,bi) 48.5 14.9
— 2d positional encoding 47.3 15.0
GLM 410m (multi-task,bi) 53.5 14.3
GLM 515m (multi-task,bi) 54.9 13.7
GPTyarge (uni) 50.1 14.4

1. Du, et al. “"GLM: General Language Model Pre-training with Autoregressive Blanking Infilling.”, ACL, 2022
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GLM-130B Training

9 months have witnessed numerous technical challenges

o Engineering: How to train 100B-scale models from scratch?
= Hygon DCU, NVIDIA A100, Ascend 910, Sunway
= Frequent & random hardware failures, Megatron-DeepSpeed 3D pipeline, CUDA
kernel efficiency, GPU memory overflow, 10K+ threads TCP init & comms...

o Algorithm: How to stabilize the training of 100B-scale models?
= The gradient norms of embeddings, Post-LN / Pre-LN stability, dataloader state seeds,
computation precision in Softmax / Attention

Project  System Data Hygon, NVIDIA Algo/Sys Training Evaluations
Conceived Debug Large-Scale Tests Ascend, Sunway  Tests Stability Issues  Quantization
Q Q O O O O Q O

2021.12 2022.1 2022.2 2022.3 2022.4 2022.5 2022.6 2022.7



Training Stability of 100B-Scale Models

O Tradeoff: Stability (Slow) or Efficiency (Instable)

O Existing Solutions

O OPT-175B: manually adjust LR & skip data when collapses (performance drop)
O BLOOM 176B: embedding norm & BF16 (performance drop, few platform)

Empirical Learning Rate Im4oss-training/Im loss vs tokens 1g: s g/ o
Rastrl tag: Im-loss-training/Im loss vs tokens
1.0e-4 1 l
Re-load and adjust the 7.5
o Diged learning rate after collapse . \
Qt; 9 the restis 104B 0\
£ 0.6e-4 / - ‘ )
E i J
g ' LN
0.4e-4 45 \ "
0.2e-4 8 k\. L o
5 & B, S ! 1768 '
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(a) OPT 175B’s experiments (b) BLOOM 176B’s experiments (c) GLM 130B’s experiments

Sources: OPT / BLOOM / GLM-130B



GLM-130B: Training Stability

OAttention score: Softmax in 32 to avoid overflow
QiKiT _ QiK’LT Qqu;T B QZ-KZ-T \
Softmax< Ja > — softmax << N —max( N )) X a) = FP16 <Softmax <FP32< N ) X oz/

Attention scores grow large --- exceeding FP16’s range

Text&Text Attention Distribution (Layer 38)
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Zeng, Liu, et al. GLM-130B: An Open Bilingual Pre-trained Model. ICLR’23
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GLM-130B: Training Stability

O Embedding Layer Gradient Shrink (EGS)

word _embedding — word_embedding * alpha
word_embedding alpha

Embedding Layer gradients can be magnitudes larger than others

grad-norm/grad-norm-embedding grad-norm/grad-norm-layer-0
tag: grad-norm/grad-norm-embedding tag: grad-norm/grad-norm-layer-0
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(a) Gradient norm of embedding layer (left) and the first layer (right)

Zeng, Liu, et al. GLM-130B: An Open Bilingual Pre-trained Model. ICLR’23
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(b) Training loss curves of GLM-40B with and without gradient shrink
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GLM-130B: Training Stability

O The final training run of GLM-130B

Im-Ioss-training/Im loss Im-loss-training/Im loss
tag: Im-loss-training/Im loss tag: Im-loss-training/Im loss

(c) GLM 130B’s experiments (d) GLM 130B’s real training

Zeng, Liu, et al. GLM-130B: An Open Bilingual Pre-trained Model. ICLR’23
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GLM-130B Training Lessons

2021.12

* The “F-{Z " (100B) project towards an open dense pre-trained GLM at 100B scale is conceived

* Survey pre-training strategies of existing models of similar scale, such as GPT-3, Gopher => Limited public info
about how they were trained and issues they met

* Search for possible GPU clusters & sponsors

2022.1

* Test the performance of FP16/FP32 at 100B scale on one testing cluster

* Unexpected excessive memory usage in GLM => Torch is better with fixed length input sequences
* Inability to converge and try tricks from CogView and ViT => Use Sandwich-LN

* Frequent random hardware failures => Have to run HCPG test before each run

2022.2

* Very slow training speed than previously calculated => Optimize kernels and fuse operators => Find the input
shape is critical to kernel performance

* Collect pre-training corpora and tokenize => Use icetk: the sentence piece is set to the unigram mode

» Debug the 3D pipeline parallel in the newly-released Megatron and DeepSpeed

2022.3

* It can’t recover perfectly from optimizer states => Our customized dataloaders do not save its state seed
properly in distributed training

* The memory per processor is too small => Require too many pipeline stages => Batch size is too large (up to
12,000) => Harm the model’s convergency

* It can’t launch more than 2,000 computing nodes => Overcome this and support 6,000-node training by
tuning Linux kernel TCP parameters

* Collect data for multi-task instruction pre-training

» Receive opportunities to test trainings on several other clusters

* Very slow training speed than expected => The underlying element-wise operators don’t support fast
computation on large-dimension vectors.

« Zeng, Liu, et al. GLM-130B: An Open Bilingual Pre-trained Model. ICLR’23

O 20224

* Optimize A100 kernel’s computing efficiency => A100 kernels prefer square-shaped inputs, and
seq_len=2,048 is optimal for our hidden-state dimension (12,288)

* Inability to converge due to large gradient norms (170+) of input embeddings => Try embedding norm and
gradient shrink, which turn out to be almost equivalent

* Naive post-LN or pre-LN disconverges after several thousands of steps => Try Sandwich-LN with PB-Relax

* |t still disconverges after one week’s trial => The dataloader state seeds are not unified for different pipeline
stages, resulting in a mismatch of input data and labels.

* Test two positional encodings: RoPE and Alibi => Alibi can be slower as it requires element-wise
manipulation on attention matrices---changing num_heads *2,048 * 2,048 scalars per layer

* Test GeGLU and GAU => GAU converges faster with relatively poor performance on fine-tuned SuperGLUE

» Abnormal GPU memory usage of newly-added functions and classes => DeepSpeed hardcodes the function
names for checkpoint activation

* Decode to train GLM with 130 billion parameters => allow inference on a DGX-A100 40G node

O 20225-6

* Implement a RoPE cuda operator in C++ => See unexpected precision errors and finally have it abandoned

* Sandwich-LN still disconverges => 1) Reducing learning rate does not help; 2) Using Hinge cross-entropy
becomes slower and harms performance; 3) Shifting to DeepNorm still disconverges

* Use FP32 in softmax of attention => Success

* Find PB-Relax unnecessary for FP32 softmax => /t also slows down training as it needs to manipulate the whole
attention score matrices

* Experience few spikes in later training => 1) Reduce gradient shrink factor from 1 to 0.1: useful; 2) Reduce the
learning rate: sometimes useful; 3) Jump the noisy data batches: sometimes useful

* Find a mistake in multi-task data after training for 20,000 steps => Use the correct data but it does not forget

O 2022.6-7

* Adapt the pipeline parallel checkpoints to ordinary parallel checkpoints for efficient inference on a single A100

* Work on evaluation scripts on datasets: MMLU, Big-bench, CLUE, SuperCLUE, etc.

* Implement P-Tuning and P-Tuning v2 for parameter-efficient tuning on GLM-130B for tuning on SuperGLUE

* Work with BMInf on adapting GLM-130B to perform inference on a single V100 or 3090 => Use pipeline-style
asynchronous swapping between main memory and GPU memory

* Try to fine-tune GLM-130B with fewer A100 nodes (i.e., 12-16 nodes) => Pipeline-style fails due to too many
pipeline stages => Find that data parallel can not be introduced for fine-tuning => Use 32-way model parallel fo
fine-tuning with reasonable performance

 https://github.com/THUDM/GLM-130B
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GLM-130B

English: better than GPT-3/0OPT/PaLM
on MMLU, LAMBADA, BIG-bench-lite

80.2 13.3 43.9 44.8

LAMBADA (0-shot) BIG-bench-lite (0-shot) MMLU (5-shot)

= GPT-3175B = OPT-175B = PalLM-540B = BLOOM-176B = GLM-130B

Chinese: better than ERNIE 260B & YUAN 245B

87.5 87.1 90.1 77.4

85.088.892.5 —_— 77.5

CHID-FC CLUEWSC-FC CMRC2018

EPRSTMT OCNLI-FC

BUSTM

= YUAN 1.0-245B = ERNIE TITAN 3.0-260B = GLM-130B

Aug. 2022-Mar. 2023, research use
requests from ~1000 orgs in 70 countries
«Google *Huawei Peking U.
*Microsoft  <Alibaba «Zhejiang U.
*Facebook <Tencent «Shanghai JT U.
- Stanford *Baidu «Fudan U.
«MIT *Meituan «USTC
-UC Berkely +Bytedance U of CAS
-CMU Didi *Wuhan U.
«Harvard - Xiaoice *Naikai U.
*Princeton  <Xiaodu Hongkong U.
*Yale «Xiaomi «CUHK
«Cornell «Xiaopeng  *HKUST
«UIUC *Youdao *BAAI
«Cambridge <Face++ «Zhejiang Lab
*Oxford «Ping An Cap *Shanghai Al Lab
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GLM-130B in HELM
Stanford’s Holistic Evaluation of Language Models (HELM, Nov. 2022)

1
|
|
Model : Model Creator ! Modality # Parameters Tokenizer Window Size Access | Total Tokens Total Queries Total Cost
J1-Jumbo v1 (178B) : Al21 Labs i Text 178B Al21 2047 limited 327,443,515 591,384 $10,926
J1-Grande v1 (17B) 1 AI21 Labs : Text 17B Al21 2047 limited | 326,815,150 591,384 $2,973
J1-Large v1 (7.5B) ! Al21 Labs 1 \
Anthropic-LM v4-s3 (52B) i Anthropic : B. S .
BLOOM (176B) 1 BigScience : AI21 Iabs A N T H Ro P\c Ig>cience o r
To++ (11B) : BigScience 1 °
Cohere xlarge v20220609 (52.4B) 1 Cohere :
Cohere large v20220720 (13.1B)® : Cohere 1
Cohere medium v20220720 (6.1B) | Cohere : =
Cohere small v20220720 (410M)*° 1 Cohere 1 @ GO Ie m M t .! M H @Dz l
GPT-J (6B) H EleutherAl ] ) &) g e G . IC rOSO I t
GPT-NeoX (20B) | EleutherAl ;| [Eu NVIDIA.
T5 (11B) 1 Google :
UL2 (20B) g Google 1
H
OPT (66B) 1 Meta 1
1
OPT (1758) L Mew andex TOGETHER
!
TNLG v2 (6.7B) | Microsoft/NVIDIA |
TNLG v2 (530B) I Microsoft/NVIDIA :
|
o S— 1 .
S I OpemAl A https://crfm.stanford.edu/helm, 2023.0308 )
GPT-3 curie v1 (6.7B) 1 OpenAl I
GPT-3 babbage v1 (1.3B) : OpenAl 1 Text 1.3B GPT-2 2048 limited 422,123,900 606,253 $211
GPT-3 ada v1 (350M) 1 OpenAl 1 Text 350M GPT-2 2048 limited 422,635,705 604,253 $169
InstructGPT davinci v2 (175B%) 1 OpenAl : Text 175B* GPT-2 4000 limited 466,872,228 599,815 $9,337
InstructGPT curie v1 (6.7B%) : OpenAl 1 Text 6.7B* GPT-2 2048 limited 420,004,477 606,253 $840
InstructGPT babbage v1 (1.3B%) 1 OpenAl 1 Text 1.3B* GPT-2 2048 limited | 419,036,038 604,253 $210
InstructGPT ada v1 (350M*) 1 OpenAl : Text 350M* GPT-2 2048 limited | 418,915,281 604,253 $168
Codex davinci v2 : OpenAI 1 Code Unknown GPT-2 4000 limited 46,272,590 57,051 $925
Codex cushman v1 OpenAl 1 Code Unknown GPT-2 2048 limited 42,659,399 59,751 $85
1 GLM (130B) ITsinghua University |l Text 130B ICE 2048 open 375,474,243 406,072 2,100 GPU hours :
YaLM (100B) : Yandex 1 Text 100B Yandex 2048 open | 378,607,292 405,093 2,200 GPU hours

Liang et al., Holistic Evaluation of Language Models. arXiv: 2211.09110

IHELM
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GPT-3 davinci v1 (175B)
InstructGPT curie v1 (6.7B%*)
GPT-3 curie v1 (6.7B)

TNLG v2 (6.7B)

GPT-3 babbage v1 (1.3B)
GPT-NeoX (20B)

T5 (11B)

Cohere medium v20220720 (6 lB)
GLM (130B)

Cohere small v20220720 (410M)
Cohere large v20220720 (13.1B)
GPT-3 ada v1 (350M)

J1-Grande v1 (17B)

BLOOM (176B)

UL2 (20B)

Anthropic-LM v4-s3 (52B)
InstructGPT davinci v2 (175B%)
Cohere xlarge v20220609 (52.4B)
TNLG v2 (530B)

InstructGPT babbage v1 (1.3B%*)
J1-Large v1 (7.5B)

OPT (175B)

Opp (11B)

OPT (66B)

J1-Jumbo v1 (178B)

1.Liang et al., Holistic Evaluation of Language Models. arXiv: 2211.09110
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J1-Jumbo v1 (178B)
InstructGPT ada v1 (350M%)
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INT4 Quantization for RTX 3090s/2080s
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INT4 Quantization for RTX 3090s/2080s

OGLM-130B INT4 Quant. w/o perform. degradation

GLM-130B GPT-3
FP16 INT8 INT4 FPl16

MMLU (acc, 1) 44775 4471 44.80 43.9
LAMBADA (acc, 1) 80.21 80.21 79.47 76.2
Pile (a part, BPB, |) 0.634 0.638 0.641 0.74

Model Precision

GPU Type 128 Enc./Dec. 512 Enc./Dec,
8 x A100 (40G) 0.15s 4.29s 0.18s 17.7s
8 x V100 (32G) 0.31s 6.97s 0.67s 28.1s
4 x RTX 3090 24G) 0.37s 8.16s 1.30s 32.3s
8 X RTX 2080 T1 (11G) 0.39s 6.77s 1.04s 27.3s

Zeng, Liu, et al. GLM-130B: An Open Bilingual Pre-trained Model. ICLR’23
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https://openreview.net/pdf?id=-Aw0rrrPUF

GLM-130B

Training g : Cross-
Backbone . uantization  Acceleration
Objective Q Platform
GPT3-175B GPT SSL Only — — NVIDIA
OPT-175B GPT SSL Only INT8 Megatron NVIDIA
BLOOM-176B GPT SSL Only INTS8 Megatron NVIDIA
S| * NVIDIA
« INT8 Faster * Hygon DCU
GLM-130B el <! - INT4 Transformer | * Ascend 910
MIP
* Sunway
Performance Impro: |Affordable Serving: Fast Inference: Diverse
Supports:
+ Big-bench-lite: +5.2% It saves 75% GPU | 7-8.4 faster than . t
Effects . . mem in inference; Pytorch; supports
LAMBADA:  +2.3% | y nore diverse
« CLUE: +24.3% It can infer on 2.5 faster than | adoptions of
e FewCLUE: +12.8% 3090x4 / 2080x8 Megatron LLMs




Tsinghua & Zhipu.Al GLMs

thomas i. liao @ ICML & @ Patrick Loeber &
@ThomaslILiao @patloeber
Models announced today: What a week for Al &
- @OpenAl GPT4
- @AnthropicAl Claude - @OpenAl GPT-4
- @thukeg ChatGLM - @AnthropicAl Claude
- @GoogleAl Med-PaLM 2 - @thukeg ChatGLM

- @GoogleAl PaLM API & MakerSuite
- @AssemblyAl Conformer-1

- Stanford Alpaca
400B tokens R 600B tokens>
GLM GLM-10B GLM-130B GLM-130B
ACL Open Open | ICLR - ChatGLM
Nov 2021 Sep Aug. 2022 March 14
] ] ] I I ] ] ¢I Ii ] ] I

Nov. 30 March 14
ChatGPT GPT-4



chatglm.cn

@ ChatGLW Q) Bi—EEHL

@ chat6tM” T-{Z 3J1E & BY

SEBRMARENRFEME, BRSREARRS T SIER
LA HIE

NMEE —=

EBTEZNAFE EFIAK

screenshot at 2023.05.28



Z-Bench by ZhenFund

(The leaderboard is later than the models evaluated)

GPT3.5 GPT4 E|K ChatGLM
59/63 60/63 26/63 40/63
120/209 159/209 41/209 74(+5)/209
20/39 26/39 11/39 11(+5)/39
199/311 245/311 78/311 125(+10)/311
100% 64.0 78.8 25.1 40.2(+3)

2023.03.20 44



Tsinghua & Zhipu.Al GLMs

400B tokens R 600B tokens>

GLM-10B GLM-130B GLM-130B ChatGLM2
Open Open | ICLR - ChatGLM -12/32/66/130B
Sep

Aug. 2022 March 14 June 25

GLM
ACL

Nov 2021

: 1 E:: 34 .
! 21 - - - %Z ' - - 23 s - ! zlél

Nov. 30 March 14
ChatGPT GPT-4
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ChatGLM-130B vs. ChatGLM2

MMLU

B ChatGLM m ChatGLM2 m ChatGPT mGPT-4

+16% I +36% +280%

GSM8K




chatglm.al

@ ChatGLW Q) Bi—EEHL

@ chat6tM” T-{Z 3J1E & BY

SEBRMARENRFEME, BRSREARRS T SIER
LA HIE

NMEE —=

EBTEZNAFE EFIAK

screenshot at 2023.05.28



(@ ChatGLM
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ChatGLM: &1
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ChatGLM: B8

O FovthonBt B BEHFEAORE, BA— T RAENAT, SIMHER
T2 B HEF B4 Python LR3I

def bubble_sort(arr):
n = len(arr)

for i in range(n):

4% S~ 1 N pod A JIE G 2

for j in range(@, n-i-1):

if arr[j] > arr[j+1]:
arr[jl, arr[j+1] = arr[j+1], arr[j]
return arr

TENXER, ERBA—THAE, HEBERAFRENERTHR, ARHLHFEHNE
4:

arr = [64, 34, 25, 12, 22, 11, 90]
sorted_arr = bubble_sort(arr)
print(sorted_arr)

MEERWT:
[11, 12, 22, 25, 34, 64, 90]

XE2—TEFNERAFEE, FJURERRKSEATESNT R,



C-Eval

(The leaderboard is earlier than the models evaluated except GPT-4/ChatGPT/Claude)

Submissi Social e
# Model Creator d S:ts:'on Avgv Avg(Hard) STEM Sc‘i):rliie Humanities Others
0 ChatGLM2 Lzl 2023/6/25  71.1 50 644 816 73.7 71.3
Zhipu.Al
1 GPT-4* OpenAl 2023/5/15 68.7 54.9 67.1 77.6 64.5 67.8
2 AILM\?; 00B APUS 2023/7/25 67.7 55.3 65.4 72.3 71.2 64
3 Sa%%GZPT' 4Paradigm 2023/7/25  66.6 61.1 679  76.6 66.9 54.9
4 SenseChat SenseTime 2023/6/20 66.1 45.1 58 78.4 67.2 68.8
SenseTime &
Shanghai Al
5 InternLM Laboratory (equal 2023/6/1 62.7 46 58.1 7657 64.6 56.4
contribution)
ChatGLM2- Tsinghua &
6 12B Zhipu.Al 2023/7/26 61.6 42 55.4 &1/ 64.2 59.4
I UniGPT Unisound 2023/7/26 60.3 46.4 BT 69.3 58 59
Instruct-
8 DLM-v2 DeepLang Al 2023/7/2 56.8 374 50.3 714 59.1 534
GS-LLM-  HAERERR OF
9 Alpha U ARRLAE] 2023/7/26 55.6 398 47 69.7 61.8 52
10 DFM2.0 AlSpeech & SJTU  2023/7/10 55.4 38.3 47.5 64.6 58.7 58.2
1 ChatGPT* OpenAl 2023/5/15 54.4 41.4 52.9 61.8 50.9 53.6
12 Claude-v1.3* Anthropic 2023/5/15 54.2 39 51.9 61.7 52.1 53.7

Screenshot 2023, 0801



Tsinghua & Zhipu.Al GLMs

1T tokens R 1.4T tokens

>
ChatGLM-6B ChatGLM2-6B
Open Open

400B tokens R 600B tokens>

GLM-10B GLM-130B GLM-130B ChatGLM2
Open Open | ICLR - ChatGLM -12/32/66/130B
Sep

Aug. 2022 March 14 June 25

GLM
ACL

Nov 2021

: 1 E:: 34 .
! 21 - - - %Z ' - - 23 s - ! zlél

Nov. 30 March 14
ChatGPT GPT-4



ChatGLM-6B - ChatGLMZ2-6B

Performance:
« 1.4T bilingual tokens and human preference alignment training;
« MMLU (+18%) . CEval (+33%) . GSM8K (+572%) . BBH (+60%) ;

Context Length:
« Context length of the base model: 2K = 32K;
« Context length of the chat model: 8K

Inference:
« The inference speed increases by 42%;
« W/ INT4 quantization, 6G GPU mem. supports dialogue length from 1K to 8K;

Open license:
« The model weight is completely open for academic research;
« Free commercial use;

https://github.com/THUDM/ChatGLM2-6B



Avg of Relative Scores (%)

ChatGLM2-6B-32K

O -
_10 .
_20 .
_30 .
—40 - -
GPT-3.5-Turbo-16k
Llama2-7B-chat-4k
—50 {1 = LongChat-7B-16k
XGen-7B-8k
—60 - InternLM-7B-8k
- ChatGLM2-6B-32k
0-4k 4-8k 8k+
Length

https://huggingface.co/THUDM/chatgim2-6b-32k



Install ChatGLM-6B/ChatGLMZ2-6B Locally

Download all model files from Huggingface
1. qgit clone https://huggingface.co/THUDM/chatglm-6b

Download the demo
1. git clone https://github.com/THUDM/ChatGLM-6B
2. cd ChatGLM-6B

Install the demo
1. pip install gradio
2. python web_demo.py 1 -o

Interactive demo
1. python cli_demo.py

Install the api
1. pip install fastapi uvicorn
2. python api.py

Run on your MAC (w/ Apple Silicon)

1.  model = AutoModel.from_pretrained("your Ic



https://huggingface.co/THUDM/chatglm-6b
https://github.com/THUDM/ChatGLM-6B

ChatGLM-6B - ChatGLMZ2-6B

ChatGLM-6B  ChatGLM2-6B

o 6B parameters o 6B parameters

o 1T tokens training data o 1.4T tokens training data
o 6G GPU mem (INT4) o 6G GPU mem (INT4)

Mar. 14, 2023, open-soured model
Mar. 16, 2023, #1 on GitHub Trending
Mar. 18-30, #1 on HF Trending Jun. 26-Jul. 8, #1 on HF Trending
Jun. 23, 2023, 3M downloads in HF Aug. 8, 2023, 1.8M downloads in HF
30k stars on GitHub 10k stars in GitHub

Jun. 25, 2023, open-soured model
Jun. 27, 2023, #2 on GitHub Trending

w.| https://huggingface.co/THUDM



ChatGLM2-6B

ChatGLM2-6B

ChatGLM-6B

ChatGLM2-12B

} ChatGLM?2-32B

ChatGLM2-66B

ChatGLM2-130B

ChatGLM-130B



ChatGLM2-6B vs. ChatGLM2-12B

MMLU

- base/6b

- base/12b
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Tsinghua & Zhipu.Al GLMs

WebGLM
Open | KDD

ChatGLM
Open | ACL | ICLR



WebGLM = GLM + Search

Why do people try to maintain eye contact while communicating?

People try to maintain eye contact while communicating because it is a form of body
language which can help improve communication and create a positive impression. Eye
contact is a non-verbal form of communication which can help show that you are actively
listening and paying attention '), It can also make others more likely to like and respect you,
making it an important tool for building and maintaining relationships ?’. Furthermore, a lack

of eye contact can negatively impact communication, making misunderstandings more likely
to occur. P!

{3 Like 23 Dislike

[1] Why Eye Contact is Important in Communication

Eye contact is a type of body language that is extremely important during communication and
conversation. Sometimes, our eyes and body language speak even more than words. Keeping eye
contact with the person you are talking to shows that you are actively listening and paying attention.

[2] Why Eye Contact is Important during Conversation?

Liu et al. WebGLM: Towards An Efficient Web-enhanced Question Answering System with Human Preference. KDD’23



Tsinghua & Zhipu.Al GLMs

WebGLM VisualGLM
Open | KDD Open

ChatGLM
Open | ACL | ICLR



VisualGLM-6B = ChatGLM-6B + Visual

A — TR B

RiBERS, NRMBELERLAE.,

SRRET, MNSRUMLEREA.

KER, SRBLERR.
MNNRNEZESFREMEE. EXETP, BNBRIZIZHORNS
ES 5

ERITRE, EREEEIRRE.

N ZEER GBI EALR, KIERE.

EHEHNSRRE? B

X R SR R BB --£H5 & (James Cameron). ]

REMT LKA
XRKEARAT —RARNFEFE, BHEE—TERANERL. XRFRE
KEKEEENER—NAKNIRE, ENGEIEREH, FHIZER

=3

Bk LBHA

‘ERi%%LEE—?ﬁ@W¢H?’

\ AEN A ETEIRE?

‘i%%—ﬁi%&ﬁi%%ﬁ%ﬁ%,Eﬁﬁﬁuﬁkﬁo‘

J

https://github.com/THUDM/Visual GLM-6B




Tsinghua & Zhipu.Al GLMs

WebGLM VisualGLM CodeGeeX
Open | KDD Open Open | KDD

ChatGLM
Open | ACL | ICLR



CodeGeeX2-6B

« Performance
« ChatGLMZ2-6B (1.4T text tokens) + 600B code tokens
« Python +57%, C++ +71%, Java +54%, JavaScript +83%, Go +56%, Rust +321%

* Inference
« Inference speed 3X up from CodeGeeX-13B to CodeGeeX2-6B &

« Al Coding Assistant

« "CodeGeeX" plugin/extension on VS Code, Jetbrains for 100+ languages
« "Ask CodeGeeX": code generation, code summarization, code translation,

debugging, and comment generation, project-level generation

¢

CodeGeeX: Al Code AutoComplete, Chat, Auto Comment .
Zhipu Al | & 105782 installs | % % J K J (34) | Free e 10M lines of code generated per day

CodeGeeX is an Al-based coding assistant, which can suggest code in the current or following

lines. It is powered by a large-scale multilingual code generation model with 13 billion parameters, ° Te n S Of th O u Sa n d S d a i Iy a Ctive u Se rS

pretrained on a large code corpus of more than 20 programming languages.

https://github.com/THUDM/CodeGeeX2



CodeGeeX2-6B on HumanEval

HumanEval (Pass@1,10,100)

Model Pass@1 Pass@10 Pass@100
CodeGen-16B-multi 19.2 34.6 55.2
CodeGeeX-13B 229 39.6 60.9
Codex-12B 28.8 46.8 72.3
CodeT5Plus-16B-mono 30.9 51.6 767
Code-Cushman-001 83.56 54.3 77.4
LLaMA-65B 237 - 793
LLaMA2-70B 29.9 - -
CodeGen2.5-7B-mono 33.4 58.4 82
StarCoder-15B 33.2 61.0 84.7
CodeGeeX2-6B 35.9 62.6 88.3

Zheng et al., CodeGeeX: A Pre-Trained Model for Code Generation with Multilingual Evaluations on HumanEval-X. KDD’23



CodeGeeX2-6B on HumanEval-X

HumanEval-X (Pass@1)

Model Python ek Java JavaScript Go Rust Overall
CodeGen-16B-multi 19.2 18.1 15.0 18.4 13.0 1.8 14.2
CodeGeeX-13B 229 7 20.0 17.6 14.4 4.3 16.0
Replit-code-v1-3B 22.0 20.1 20.1 20.1 12.2 8.6 17.2
CodeGen2.5-7B-multi 30.6 24.3 29.0 27.5 18.9 20.1 254
StarCoder-15B 35.5 28.2 31.5 33.2 21.8 17.8 27.9
CodeGeeX2-6B 35.9 29.3 30.8 322 225 18.1 28.1

n=20, t=0.2, top p=0.95 for Pass@1.

Zheng et al., CodeGeeX: A Pre-Trained Model for Code Generation with Multilingual Evaluations on HumanEval-X. KDD’23



Tsinghua & Zhipu.Al GLMs

WebGLM VisualGLM CodeGeeX xTrimoPGLM-100B
Open | KDD Open Open | KDD Protein | Antibody

ChatGLM
Open | ACL | ICLR



Protein Pre-training?

“In general, the amino-acid sequence of a protein determines the 3D shape of a
protein.” [Anfinsen et al., 1950]

Protein sequences are constrained to adopt particular 3D structures optimized for
accomplishing particular functions. [Elnaggar et al., TPAMI'21]

These constraints mirror the rules of grammar and meaning in NLP.

1D Sequence — 3D Structure — Function

71



Protein Pre-training?

# known protein sequences grows in the exponential order.
# Known protein structures grows in the linear order.

o

s

2000 2005 2010 2015 2019 Year

* There only have 200-300K experimental-determined protein structures,
while owning billion-scale protein sequences.

72



Protein Data

i 0
Artverviricota andidatus Woesearchaeota(5%)

o/ \/i : andidatus Thermoproteota(5%)
(100%,Viruses,Pararnavirae) Nitrososphaerota(6%)

Uroviricota : o
(100%, Viruses,Uroviricota $ﬁ2fﬂ§;$§t2§§2{§§,ﬁ§‘ae°“(7 %)
nclassified Archaea(8%)

Oomycota(16%)

Unclassified Eukaryota(28%)
SO/'/ & Chlorophyta(7%)
My,
Ne
S Bacteria* / Mucoromycota(6%)
4 . asidiomycota(28%)
S 100% ’ ‘ ®
8 Ascomycota
> ; 61% T
Metaclust Eo Bacteria PGS Cnidaria(2%)
8 N 67% *—\Platyhelminthes(y/«:)
'{_'-; Rotifera(4%)
< Mollusca(4%)
ematoda(7%)
0"66 % :zyo
0% & %%
(V) 6(\\ %.°
W S

| Ignavibacteriota(0.2%)
X \ Bdellovibrionota(0.2%)
~~~~~~ : | Mycoplasmatota(0.3%)
- Deinococcota(0.3%)
M Nitrospirota(0.4%)

2 , Gemmatimonadota(0.4%)
Unclassified Bacteria(3%) Spirochaetota(1%)

Cyanobacteriota(2%) Campylobacterota(1%)
0 Myxococcota(1%)
Plancton(\:y;ﬁz:g;lae(fofa)( 2%) Verrucomicrobiota(1%)
2 Thermodesulfobacteriota(2%)
Acidobacteriota(2%)

Data (500M seqgs, 150B toks) = 2 * U90 (300M seqgs) + 1 * CFDB (200M seqs)
« ESM2 is trained on 65M seqgs sampled from U50 and U90.
During the pre-training phase, 1T tokens are consumed.




Protein Pre-training

I3 5 Te [E]

« [MASK]:
{ ) [//. P\} ) A ][A ) ) — xTrimoPGLM acts like BERT.
e | xL . [sMASK] OR [eMASK]:

CcIJC J@&SC JC JC JC

r1 Io I3 Tg ' [S] Iz Tg

— XTrimoPGLM acts like GPT.

Prefix | Suffix
Context [MASK] [SMASK] or [gMASK]
Downstream Task Autoenc. Autoreg. Enc.-Dec. GLM Example
Protein Understanding v X v v Contact Prediction
Protein Generation X v — v Antibody Re-design
ESM-1b[6], ProGen[9], o
Representatives ESM2(7], ProGen2[13], ' ' tT] r]afzsﬁj’ xTrimoPGLM /
Pro.BERT[22] ProtGPT2[23]

Chen et al. xTrimoPGLM: Unified 100B-Scale Pre-trained Transformer for Deciphering the Language of Protein. bioRxiv, 2023*



Protein Understanding

« Evaluation: 15 tasks covering four types of protein understanding tasks.
— Protein Structure: Contact Prediction, SSR, etc.
— Protein Function: Anti-resistance Prediction, etc.

— Protein Developability: Stability Prediction & Solubility Prediction, etc.

— Protein Intractability: PPI, etc.
Protein Structure

90 -
xT100B-Ft
) E3B-Ft EL5B-Ft .
S 80+ S— SOTA on 13/15 tasks
£ E150M-FE  Universally good on four types
e xT100B-Pb
@) -
L 70 E3B-Pb E15B-Pb of ta.SkS -
a EGSOMPD L o a vk 45.670  Scaling laws & Emergent ability
60 - .- Ft: y = 4.261 * x - 16.028

I | | I

log10(FLOPS)
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Performance

Protein Understanding

Protein Structure

Protein Function

90 - e T100B-Ft
XT100B-Ft E15B-Ft X :
E650M-Ft E3B-Ft
E3B-Ft EL5B-Ft E150M-Ft
80 L 80 i
E650M-Ft 15 pp  XT100B-Pb
E650M-Pb E3B-Pb
E150M-<Ft
XT100B-Pb E150M-Pb
707 E3B-Pb E15B-Pb e
E650M-Pb
Pb:y = 5.104 * x - 45.670 Pb: y = 2.440 * x + 23.548
60 s ¥y - 60 S *
. - Ft:y = 4.261 * x - 16.028 Ft: y = 1.587 * x + 48.061
| | | | I I | |
Protein Interaction Protein Developability
907 E6SOM-Ft E3B-Ft pispre  xT100B-Ft [ 907 ppy = 2345+ + 10.421
E150M-Ft
Ft: y = 2.325 * x + 23.795
857 85 Y
4 z T100B-Ft
80 - E6S0M-PD p3p.pp 108 Pb XxT100B-Pb | g | X
E150M-Pb E3B-Ft EL5B-Ft
754 75 E150M-FEGOM-FL
XT100B-Pb
70 - Pb:y = 0.962 * x + 59.987 70 - =il
Ft: y = 0.602 * x + 73.290 EL50M-Ph. . o1 o
65 | | | | 65 | I | |
21 22 23 24 21 22 23 24
loglO(FLOPs) log1l0(FLOPSs)
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Protein Design

« Empirical analysis of the structures (predicted by AF2) from generated
sequences ( for generated sequences while blue for natural sequences.)

Case-1: TM-score=0.735, sequence identity=25.1%

XxTrimoPGLM can generate structurally similar but low sequence identity novel protein sequences
when compared to natural ones, which is meaningful for drug synthesis.

Chen et al. xTrimoPGLM: Unified 100B-Scale Pre-trained Transformer for Deciphering the Language of Protein. bioRxiv, 2023}



XTrimoPGLM-Ab

« XTrimoPGLM-Ab: pre-trained on antibodies
— XTrimoPGLM-Ab performs SOTA on the wide range of related-tasks.
— Taking, antibody structural predictions, for example.

Information Fusion

"\ Hidden i pro—— —
States +; | !
1 A
xTrimoPGLM M Evoformer Sﬁ“;t‘;re
Oe LxD 1Block odule
Concatenate X S Blocks
| ¥
;T_/ [ W . 4 \ )
QIQLVQSGPELKK | L( -
Input Sequence - Z ]
X

* Alphafold2:

* 64 evoformer layer + MSA search + template search

e xTrimoPGLM-AbFold:

&

Recycling Module J<

* 1 evoformer layer + no MSA search + no template search

Chen et al. xTrimoPGLM: Unified 100B-Scale Pre-trained Transformer for Deciphering the Language of Protein. bioRxiv, 2023+
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Antibody Structure Prediction

HEAVY CHAIN RMSD| LIGHT CHAIN RMSD|

Model RMSD| TM-SCORET I D o3 1 %) I3

AlphaFold2 1.225 0.951 1254 1.091 2.826| 089 0723 1329

, OmegaFold 1.337 0.946 1418 1.183 3246 | 0860 0598 1.360
Single ESMFold 1.421 0.943 1464 1320 3.409 | 1.048 0679 1.520
Chai IgFold 1.261 0.945 1324 1.126 2998 | 0948 0.589 1.318
aln xTrimoAbFold 1.089 0.958 1.176 0912 2472 | 0811 0.566 1.038

. 0.9823 0.961 1.089 0.866 2230 | 0779 0573 0.937
xTrimoPGLM-AbFold 15557 10001 | 40012 +0.011 +0.04 | £0.017 +0.008 =0.014

RMSD| TM-SCORET DoCKQ T

INFERENCE TIME |

ZDock 10.982 0.596 0.108 34h
ClusPro 5.899 0.792 0.404 1.3h
Double EquiDock 18.293 0.559 0.032 2m
. HDOCK 2.032 0.926 0.705 3.2h
Chains . —
AlphaFold-Multimer 1.325 0.962 0.765 56.6h (original) 6.300X
55m (faster MSA) ’
xTrimoPGLM-AbFold (evo 1) 1.304 0.962 0.762 32s
xTrimoPGLM-AbFold (evo 16) 1.234 0.966 0.770 82s 103X

Chen et al. xTrimoPGLM: Unified 100B-Scale Pre-trained Transformer for Deciphering the Language of Protein. bioRxiv, 2023



Tsinghua & Zhipu.Al GLMs

WebGLM VisualGLM CodeGeeX xTrimoPGLM-100B
Open | KDD Open Open | KDD Protein | Antibody

ChatGLM
Open | ACL | ICLR



Open LLM Research

[ GLM-130B | Public
GLM-130B: An Open Bilingual Pre-Trained Model (ICLR 2023)

] AgentBench | Public

A Comprehensive Benchmark to Evaluate LLMs as Agents

@®c++ w279 %10 @®Python Yr69k % 545

[ VisualGLM-6B | Public

Chinese and English multimodal conversational language
model | ZESHRIGEIFIESIZE

% 133 @®Python Yr32k % 324

[ CodeGeeX2 ' Public

CodeGeeX2: A More Powerful Multilingual Code Generation
Model

@ Python ¥ 1.9k

[ ChatGLM-6B | Public

[ ChatGLM2-6B | Public
ChatGLM-6B: An Open Bilingual Dialogue Language Model | ChatGLM2-6B: An Open Bilingual Chat LLM | FFHEXGENIEIES

HIREIMEIEIESIEEY Xt
@ Python ¥ 331k ¥ 4.5k @ Python 1.1k % 1.8k

https://github.com/THUDM



Open LLM Research

ChatGLM-6B becomes 12000 - 6000.00
10077 .4
the most impactful open 10000 | 5070 5000.00
LLM in China, according 8000 - 4000.00
to the gov. 6000 - 3000.00
: : 4000 - 2000.00
5 in Top 10 include o g0 1853.1
2000 - '227 = M088B 10072 g7 704 1000.00
¢ ChatGLM‘6B 5 B il _ ] 231'?4 _1”0_0':80 53 010032 41 2§f7000
. GLM-130B $ £ D ¢ A B
0& \) e\((" Q,Q/\/ §v\ bze (? O X
. CodeGeeX & & &P
- CogVideo 5 $°
g S
.+ GLM <«
Impact —&— Increasing rate

94



Next

O In-context Learning
O Strengthen ICLs

O A sufficiently-trained LLM could be more powerful than we ever thought

0 Unlock new ICLs
O Interactions with Env.

O With users

o With environments, e.g., Web, tools.
O Self Improvements

O self-instruct etc.



Thank You!

O Techniques (major):
O Tsinghua Knowledge Engineering Group (KEG)
O Zhipu.Al

0 GPUs (major):

- ZHIPU-A




Thank You!

R~ https://chatglm.ai

O https://github.com/THUDM

w. | https://huggingface.co/THUDM

y @thukeg




